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Webstruct

Webstruct is a library for creating statistical NER [http://en.wikipedia.org/wiki/Named-entity_recognition] systems that work
on HTML data, i.e. a library for building tools that extract named
entities (addresses, organization names, open hours, etc) from webpages.
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Webstruct


Overview

To develop a statistical NER system the following steps are needed:


	define what entities you are interested in;

	get some training/testing data (annotated webpages);

	define what features should be extracted;

	develop a statistical model that uses these features to produce the output.



Webstruct can:


	read annotated HTML data produced by WebAnnotator [https://github.com/xtannier/WebAnnotator] or GATE [http://gate.ac.uk/];

	transform HTML trees into “HTML tokens”, i.e. text tokens with information
about their position in HTML tree preserved;

	extract various features from these HTML tokens, including text-based
features, html-based features and gazetteer-based features
(GeoNames [http://www.geonames.org/] support is built-in);

	convert these features to the format sequence labelling toolikits accept;

	use Wapiti [http://wapiti.limsi.fr] CRF toolkit for entity extraction (helpers for other
toolkits like CRFSuite [http://www.chokkan.org/software/crfsuite/] and seqlearn [https://github.com/larsmans/seqlearn] are planned);

	group extracted entites using an unsupervised algorithm;

	embed annotation results back into HTML files (using WebAnnotator [https://github.com/xtannier/WebAnnotator] format),
allowing to view them in a web browser and fix using visual tools.



Unlike most NER systems, webstruct works on HTML data, not only
on text data. This allows to define features that use HTML structure,
and also to embed annotation results back into HTML.




Installation

Webstruct requires Python 2.7.

To install Webstruct, use pip:

$ pip install webstruct





Webstruct depends on the following Python packages:


	lxml [https://github.com/lxml/lxml] for parsing HTML;

	scikit-learn [https://github.com/scikit-learn/scikit-learn] >= 0.14.



Note that these dependencies are not installed automatically
when pip install webstruct is executed.

There are also some optional dependencies:


	seqlearn [https://github.com/larsmans/seqlearn] (from github master) is used for metrics; it could
be also used as a sequence labelling toolkit;

	Webstruct has support for Wapiti [http://wapiti.limsi.fr] sequence labelling toolkit;
you’ll need both the wapiti binary and python-wapiti [https://github.com/adsva/python-wapiti] wrapper
(from github master) for the tutorial.

	For training data annotation you may use WebAnnotator [https://github.com/xtannier/WebAnnotator] Firefox extension.

	Code for preparing GeoNames gazetteers uses marisa-trie [https://github.com/kmike/marisa-trie] and pandas [http://pandas.pydata.org/].
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Tutorial

This tutorial assumes you are familiar with machine learning.


Get annotated data

First, you need the training/development data. We suggest to use
WebAnnotator [https://github.com/xtannier/WebAnnotator] Firefox extension to annotate HTML pages.

Recommended WebAnnotator options:

[image: _images/wa-options.png]
Pro tip - enable WebAnnotator toolbar buttons:

[image: _images/wa-buttons.png]
Follow WebAnnotator manual [http://perso.limsi.fr/xtannier/en/WebAnnotator/]
to define named entities and annotate some web pages
(nested WebAnnotator entities are not supported).

After that you can load annotated webpages as lxml trees:

import webstruct
trees = webstruct.load_trees([
    ("train/*.html", webstruct.WebAnnotatorLoader())
])





See HTML Loaders for more info.
GATE [http://gate.ac.uk/] annotation format is also supported.




From HTML to Tokens

To convert HTML trees to a format suitable for sequence prediction algorithm
(like CRF, MEMM or Structured Perceptron) the following approach is used:


	Text is extracted from HTML and split into tokens.

	For each token a special HtmlToken instance is created. It
contains information not only about the text token itself, but also about
its position in HTML tree.



A single HTML page corresponds to a single input sequence
(a list of HtmlTokens). For training/testing data
(where webpages are already annotated) there is also a list of labels for
each webpage, a label per HtmlToken.

To transform HTML trees into labels and HTML tokens
use HtmlTokenizer.

html_tokenizer = webstruct.HtmlTokenizer()
X, y = html_tokenizer.tokenize(trees)





Input trees should be loaded by one of the WebStruct loaders.
For consistency, for each tree (even if it is loaded from raw unannotated html)
HtmlTokenizer extracts two arrays: a list of HtmlToken
instances and a list of tags encoded using IOB2 [http://en.wikipedia.org/wiki/Inside_Outside_Beginning] encoding
(also known as BIO encoding). So in our example X is a list of
lists of HtmlToken instances, and  y is a list of lists
of strings.




Feature Extraction

For supervised machine learning algorithms to work we need to extract
features [http://en.wikipedia.org/wiki/Features_%28pattern_recognition%29].

In WebStruct feature vectors are Python dicts
{"feature_name": "feature_value"}; a dict is computed for
each HTML token. How to convert these dicts into representation required
by a sequence labelling toolkit depends on a toolkit used; we will cover
that later.

To compute feature dicts we’ll use HtmlFeatureExtractor.

First, define your feature functions. A feature function should take
an HtmlToken instance and return a feature dict;
feature dicts from individual feature functions will be merged
into the final feature dict for a token. Feature functions can ask questions
about token itself, its neighbours (in the same HTML element),
its position in HTML.


Note

WebStruct supports another kind of feature functions that work on multiple
tokens; we don’t cover them in this tutorial.



There are predefined feature functions in webstruct.features,
but for this tutorial let’s create some functions ourselves:

def token_identity(html_token):
    return {'token': html_token.token}

def token_isupper(html_token):
    return {'isupper': html_token.token.isupper()}

def parent_tag(html_token):
    return {'parent_tag': html_token.parent.tag}

def border_at_left(html_token):
    return {'border_at_left': html_token.index == 0}





Next, create HtmlFeatureExtractor:

feature_extractor = HtmlFeatureExtractor(
    token_features = [
        token_identity,
        token_isupper,
        parent_tag,
        border_at_left
    ]
)





and use it to extract feature dicts:

features = feature_extractor.fit_transform(X)





See Feature Extraction for more info about HTML tokenization and
feature extraction.




Using a Sequence Labelling Toolkit

WebStruct doesn’t provide a CRF or Structured Perceptron implementation;
learning and prediction is supposed to be handled by an external
sequence labelling toolkit like Wapiti [http://wapiti.limsi.fr], CRFSuite [http://www.chokkan.org/software/crfsuite/] or seqlearn [https://github.com/larsmans/seqlearn].

Once feature dicts are extracted from HTML you should convert them to
a format required by your sequence labelling tooklit and use this toolkit
to train a model and do the prediction. For example, you may use
DictVectorizer from scikit-learn to convert feature dicts
into seqlearn [https://github.com/larsmans/seqlearn] input format.

WebStruct provides some helpers for Wapiti [http://wapiti.limsi.fr] sequence labelling toolkit.
To use Wapiti with WebStruct, you need


	for training: wapiti C++ library itself, including wapiti
command-line utility (python-wapiti wrapper is not necessary);

	for prediction: python-wapiti [https://github.com/adsva/python-wapiti]
wrapper, github version (C++ library is not necessary).



We’ll use Wapiti in this tutorial.


Defining a Model

Basic way to define CRF model is the following:

model = webstruct.create_wapiti_pipeline('mymodel.wapiti',
    token_features = [token_identity, token_isupper, parent_tag, border_at_left],
    train_args = '--algo l-bfgs --maxiter 50 --compact'
)





First create_wapiti_pipeline() argument is a file name Wapiti
model will be save to after training.
train_args is a string or a list with arguments passed to wapiti;
check Wapiti manual [http://wapiti.limsi.fr/manual.html] for available
options.

Under the hood create_wapiti_pipeline() creates a
sklearn.pipeline.Pipeline with an HtmlFeatureExtractor instance
followed by WapitiCRF instance. The example above is just a shortcut
for the following:

model = Pipeline([
    ('fe', HtmlFeatureExtractor(
        token_features = [
            token_identity,
            token_isupper,
            parent_tag,
            border_at_left,
        ]
    )),
    ('crf', WapitiCRF(
        'mymodel.wapiti',
        train_args = '--algo l-bfgs --maxiter 50 --compact',
    )),
])








Extracting Features using Wapiti Templates

Wapiti [http://wapiti.limsi.fr] has “templates” support which allows to define richer features
from the basic features, and to specify what to do with labels.
Template format is described in Wapiti
manual [http://wapiti.limsi.fr/manual.html#patterns]; you may also
check CRF++ docs [http://crfpp.googlecode.com/svn/trunk/doc/index.html#templ]
to get the templates idea - CRF++ and Wapiti template formats are very similar.

WebStruct allows to use feature names instead of numbers in Wapiti templates.

Let’s define a template that will make Wapiti use first-order transition
features, plus token text values in a +-2 window near the current token.

feature_template = '''
# Label unigram & bigram
*

# Nearby token unigrams
uLL:%x[-2,token]
u-L:%x[-1,token]
u-R:%x[ 1,token]
uRR:%x[ 2,token]
'''






Note

create_wapiti_pipeline() (via WapitiCRF) by default
adds all features for the current token to template. That’s why we
haven’t defined them in our template, and that’s why we were fine
without using template at all. In our example additional
auto-generated lines would be

ufeat:token=%x[0,token]
ufeat:isupper=%x[0,isupper]
ufeat:parent_tag=%x[0,parent_tag]
ufeat:border_at_left=%x[0,border_at_left]







To make Wapiti use this template, pass it as an argument to
create_wapiti_pipeline() (or WapitiCRF, whatever you use):

model = webstruct.create_wapiti_pipeline('mymodel.wapiti',
    token_features = [token_identity, token_isupper, parent_tag, border_at_left],
    feature_template = feature_template,
    train_args = '--algo l-bfgs --maxiter 50 --compact'
)








Training

To train a model use its fit method:

model.fit(X, y)





X and y are return values of HtmlTokenizer.tokenize()
(a list of lists of HtmlToken instances and a list of
lists of string IOB labels).

If you use WapitiCRF directly then train it using
WapitiCRF.fit() method. It accepts 2 lists: a list of lists of
feature dicts, and a list of lists of tags:

crf.fit(features, y)










Named Entity Recognition

Once you got a trained model you can use it to extract entities
from unseen (unannotated) webpages. First, get some binary HTML data:

>>> import urllib2
>>> html = urllib2.urlopen("http://scrapinghub.com/contact").read()





Then create a NER instance initialized with a trained model:

>>> ner = webstruct.NER(model)





The model must provide a transform method that extracts features
from HTML tokens and predicts labels for these tokens. A pipeline created with
create_wapiti_pipeline() function fits this definition.

Finally, use NER.extract() method to extract entities:

>>> ner.extract(html)
[('Scrapinghub', 'ORG'), ..., ('Iturriaga 3429 ap. 1', 'STREET'), ...]





Generally, the steps are:


	Load data using HtmlLoader loader. If a custom HTML cleaner
was used for loading training data make sure to apply it here as well.

	Use the same html_tokenizer as used for training to extract HTML tokens
from loaded trees. All labels would be “O” when using HtmlLoader
loader - y can be discarded.

	Use the same feature_extractor as used for training to extract
features.

	Run your_crf.transform() method (e.g. WapitiCRF.transform())
on features extracted in (3) to get the prediction - a list of IOB2-encoded
tags for each input document.

	Build entities from input tokens based on predicted tags
(check IobEncoder.group() and smart_join()).

	Split entities into groups (optional). One way to do it is to use
webstruct.grouping.



NER helper class combines HTML loading, HTML tokenization,
feature extraction, CRF model, entity building and grouping.




Entity Grouping

Detecting entities on their own is not always enough; in many cases
what is wanted is to find the relationship between them. For example,
“street_name/STREET city_name/CITY zipcode_number/ZIPCODE
form an address”, or “phone/TEL is a phone of person/PER”.

The first approximation is to say that all entities from a single webpage
are related. For example, if we have extracted some organizaion/ORG and some
phone/TEL from a single webpage we may assume that the phone
is a contact phone of the organization.

Sometimes there are several “entity groups” on a webpage. If a page
contains contact phones of several persons or several business locations
it is better to split all entities into groups of related
entities - “person name + his/her phone(s)” or “address”.

WebStruct provides an unsupervised algorithm
for extracting such entity groups. Algorithm prefers to build
large groups without entities of duplicate types; if a split is needed
algorithm tries to split at points where distance between entities is larger.

Use NER.extract_groups() to extract groups of entities:

>>> ner.extract_groups(html)
[[...], ... [('Iturriaga 3429 ap. 1', 'STREET'), ('Montevideo', 'CITY'), ...]]





Sometimes it is better to allow some entity types to appear
multuple times in a group. For example, a person (PER entity) may have
several contact phones and faxes (TEL and FAX entities) - we should penalize
groups with multiple PERs, but multiple TELs and FAXes are fine.
Use dont_penalize argument if you want to allow some entity types
to appear multiple times in a group:

ner.extract_groups(html, dont_penalize={'TEL', 'FAX'})





The simple algorithm WebStruct provides is by no means a general solution
to relation detection, but give it a try - maybe it is enough for your task.




Model Development

To develop the model you need to choose the learning algorithm,
features, hyperparameters, etc. To do that you need scoring metrics,
cross-validation utilities and tools for debugging what classifier learned.
WebStruct helps in the following way:


	Pipeline created by create_wapiti_pipeline() is compatible with
cross-validation [http://scikit-learn.org/stable/modules/cross_validation.html] and grid search [http://scikit-learn.org/stable/modules/grid_search.html] utilities from scikit-learn;
use them to select model parameters and check the quality.

One limitation of create_wapiti_pipeline() is that n_jobs
in scikit-learn functions and classes should be 1, but other than that
WebStruct objects should work fine with scikit-learn. Just keep in mind
that for WebStruct an “observation” is a document, not an individual token,
and a “label” is a sequence of labels for a document, not an individual
IOB tag.



	There is webstruct.metrics module with a couple of metrics useful
for sequence classification. Currently they require seqlearn [https://github.com/larsmans/seqlearn]
to be installed.





To debug what CRF learned you should use methods specific
to a labelling toolkit used. With Wapiti [http://wapiti.limsi.fr] it would be wapiti dump
console command and some UNIX utilities. For example, if we’ve
saved our model to mymodel.wapiti file, and we want to check top positive
features for CITY entity, we can execute the following in UNIX shell:

$ wapiti dump mymodel.wapiti | sort -nr -k4 | grep CITY | head -n 8





and get an output similar to this:

* Load model
* Dump model
*   B-CITY  I-CITY  2.74057
*   B-CITY  B-STATE 2.33235
*   I-STREET        B-CITY  1.98106
*   I-CITY  B-STATE 1.71408
u--L:street #       B-CITY  1.34199
u--L:west   #       I-CITY  1.32428
u--L:in     #       B-CITY  1.24937
u--L:-      #       B-CITY  1.11139
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HTML Loaders

Webstruct supports WebAnnotator [https://github.com/xtannier/WebAnnotator] and GATE [http://gate.ac.uk/] annotation formats out of box;
WebAnnotator [https://github.com/xtannier/WebAnnotator] is recommended.

Both GATE and WebAnnotator embed annotations into HTML using special tags:
GATE uses custom tags like <ORG> while WebAnnotator uses tags like
<span wa-type="ORG">.

webstruct.loaders classes convert GATE and WebAnnotator tags into
__START_TAGNAME__ and __END_TAGNAME__ tokens, clean the HTML
and return the result as a tree parsed by lxml:

>>> from webstruct import WebAnnotatorLoader  
>>> loader = WebAnnotatorLoader()  
>>> loader.load('0.html')  
<Element html at ...>





Such trees can be processed with utilities from
webstruct.feature_extraction.


API


	
class webstruct.loaders.WebAnnotatorLoader(encoding=None, cleaner=None, known_entities=None)[source]

	Bases: webstruct.loaders.HtmlLoader

Class for loading HTML annotated using
WebAnnotator [https://github.com/xtannier/WebAnnotator].


Note

Use WebAnnotator’s “save format”, not “export format”.




	
load(filename)

	




	
loadbytes(data)[source]

	








	
class webstruct.loaders.GateLoader(encoding=None, cleaner=None, known_entities=None)[source]

	Bases: webstruct.loaders.HtmlLoader

Class for loading HTML annotated using GATE [http://gate.ac.uk/]

>>> import lxml.html
>>> from webstruct import GateLoader





>>> loader = GateLoader(known_entities={'ORG', 'CITY'})
>>> html = b"<html><body><p><ORG>Scrapinghub</ORG> has an <b>office</b> in <CITY>Montevideo</CITY></p></body></html>"
>>> tree = loader.loadbytes(html)
>>> lxml.html.tostring(tree)
'<html><body><p> __START_ORG__ Scrapinghub __END_ORG__  has an <b>office</b> in  __START_CITY__ Montevideo __END_CITY__ </p></body></html>'






	
load(filename)

	




	
loadbytes(data)[source]

	








	
class webstruct.loaders.HtmlLoader(encoding=None, cleaner=None)[source]

	Bases: object

Class for loading unannotated HTML files.


	
load(filename)[source]

	




	
loadbytes(data)[source]

	








	
webstruct.loaders.load_trees(patterns, verbose=False)[source]

	Load HTML data from several paths/glob patterns,
maybe using different loaders. Return a list of lxml trees.

patterns should be a list of tuples (glob_pattern, loader).

Example:

>>> loader = HtmlLoader()
>>> patterns = [('path1/*.html', loader), ('path2/*.html', loader)]
>>> trees = load_trees(patterns)  










	
webstruct.loaders.load_trees_from_files(pattern, loader, verbose=False)[source]

	Load HTML data using loader loader from all files matched by
pattern glob pattern.
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Feature Extraction


Feature Extraction Utilitites

webstruct.feature_extraction contains classes that help
with:


	converting HTML pages into lists of feature dicts and

	extracting annotations.



Usually, the approach is the following:


	Extract text from the webpage and tokenize it, preserving information
about token position in original HTML tree
(token + its tree position = HtmlToken).
Information about annotations (if present) is split from the rest
of data at this stage. HtmlTokenizer is used for extracting
HTML tokens and annotation tags.



	Run a number of “token feature functions” that return bits of information
about each token: token text, token shape (uppercased/lowercased/...),
whether token is in <a> HTML element, etc. For each token information
is combined into a single feature dictionary.

Use HtmlFeatureExtractor at this stage. There is a number of
predefined token feature functions in webstruct.features.



	Run a number of “global feature functions” that can modify token feature
dicts inplace (insert new features, change, remove them) using “global”
information - information about all other tokens in a document and their
existing token-level feature dicts. Global feature functions are applied
sequentially: subsequent global feature functions get feature dicts updated
by previous feature functions.

This is also done by HtmlFeatureExtractor.

LongestMatchGlobalFeature can be used
to create features that capture multi-token patterns. Some predefined
global feature functions can be found in webstruct.gazetteers.






	
class webstruct.feature_extraction.HtmlToken[source]

	HTML token info.

Attributes:


	index is a token index (in the tokens list)

	tokens is a list of all tokens in current html block

	elem is the current html block (as lxml’s Element) - most
likely you want parent instead of it

	is_tail flag indicates that token belongs to element tail



Computed properties:


	token is the current token (as text);

	parent is token’s parent HTML element (as lxml’s Element);

	root is an ElementTree this token belongs to.








	
class webstruct.feature_extraction.HtmlTokenizer(tagset=None, sequence_encoder=None, text_tokenize_func=None, kill_html_tags=None, replace_html_tags=None, ignore_html_tags=None)[source]

	Class for converting HTML trees (returned by one of the
webstruct.loaders) into lists of HtmlToken instances
and associated tags. Also, it can do the reverse conversion.

Use tokenize_single() to convert a single tree and tokenize()
to convert multiple trees.

Use detokenize_single() to get an annotated tree out of a list
of HtmlToken instances and a list of tags.





	Parameters:	tagset : set, optional


A set of entity types to keep. If not passed, all entity types are kept.
Use this argument to discard some entity types from training data.




sequence_encoder : object, optional


Sequence encoder object. If not passed,
IobEncoder instance is created.




text_toknize_func : callable, optional


Function used for tokenizing text inside HTML elements.
By default, HtmlTokenizer uses
webstruct.tokenizers.tokenize().




kill_html_tags: set, optional :


A set of HTML tags which should be removed. Contents inside
removed tags is not removed. See webstruct.utils.kill_html_tags()




replace_html_tags: dict, optional :


A mapping {'old_tagname': 'new_tagname'}. It defines how tags
should be renamed. See webstruct.utils.replace_html_tags()




ignore_html_tags: set, optional :


A set of HTML tags which won’t produce HtmlToken instances,
but will be kept in a tree. Default is {'script', 'style'}.











	
detokenize_single(html_tokens, tags)[source]

	Build annotated lxml.etree.ElementTree from
html_tokens (a list of HtmlToken instances)
and tags (a list of their tags).

Annotations are encoded as __START_TAG__ and __END_TAG__
text tokens (this is the format webstruct.loaders use).






	
tokenize(trees)[source]

	




	
tokenize_single(tree)[source]

	Return two lists:


	a list a list of HtmlToken tokens;

	a list of associated tags.



For unannotated HTML all tags will be “O” - they may be ignored.

Example:

>>> from webstruct import GateLoader, HtmlTokenizer
>>> loader = GateLoader(known_entities={'PER'})
>>> html_tokenizer = HtmlTokenizer(replace_html_tags={'b': 'strong'})
>>> tree = loader.loadbytes(b"<p>hello, <PER>John <b>Doe</b></PER> <br> <PER>Mary</PER> said</p>")
>>> html_tokens, tags = html_tokenizer.tokenize_single(tree)
>>> html_tokens  
[HtmlToken(index=0, tokens=[u'hello', u'John'], elem=<Element p at ...>, is_tail=False), HtmlToken...]
>>> tags
['O', u'B-PER', u'I-PER', u'B-PER', 'O']
>>> for tok, iob_tag in zip(html_tokens, tags):
...     print "%5s" % iob_tag, tok.token, tok.elem.tag, tok.parent.tag
    O hello p p
B-PER John p p
I-PER Doe strong strong
B-PER Mary br p
    O said br p





For HTML without text it returns empty lists:

>>> html_tokenizer.tokenize_single(loader.loadbytes(b'<p></p>'))
([], [])














	
class webstruct.feature_extraction.HtmlFeatureExtractor(token_features, global_features=None, min_df=1)[source]

	This class extracts features from lists of HtmlToken instances
(HtmlTokenizer can be used to create such lists).

fit() / transform() / fit_transform() interface
may look familiar to you if you ever used scikit-learn [http://scikit-learn.org]:
HtmlFeatureExtractor implements sklearn’s
Transformer interface. But there is one twist: usually for sequence
labelling tasks the whole sequences are considered observations.
So in our case a single observation is a tokenized document
(a list of tokens), not an individual token:
fit() / transform() / fit_transform() methods accept
lists of documents (lists of lists of tokens), and return lists
of documents’ feature dicts (lists of lists of feature dicts).





	Parameters:	token_features : list of callables


List of “token” feature functions. Each function accepts
a single html_token parameter and returns a dictionary
wich maps feature names to feature values. Dicts from all
token feature functions are merged by HtmlFeatureExtractor.
Example token feature (it just returns token text):

>>> def current_token(html_token):
...     return {'tok': html_token.token}





webstruct.features module provides some predefined feature
functions, e.g. parent_tag
which returns token’s parent tag.

Example:

>>> from webstruct import GateLoader, HtmlTokenizer, HtmlFeatureExtractor
>>> from webstruct.features import parent_tag

>>> loader = GateLoader(known_entities={'PER'})
>>> html_tokenizer = HtmlTokenizer()
>>> feature_extractor = HtmlFeatureExtractor(token_features=[parent_tag])

>>> tree = loader.loadbytes(b"<p>hello, <PER>John <b>Doe</b></PER> <br> <PER>Mary</PER> said</p>")
>>> html_tokens, tags = html_tokenizer.tokenize_single(tree)
>>> feature_dicts = feature_extractor.transform_single(html_tokens)
>>> for token, tag, feat in zip(html_tokens, tags, feature_dicts):
...     print("%s %s %s" % (token.token, tag, feat))
hello O {'parent_tag': 'p'}
John B-PER {'parent_tag': 'p'}
Doe I-PER {'parent_tag': 'b'}
Mary B-PER {'parent_tag': 'p'}
said O {'parent_tag': 'p'}








global_features : list of callables, optional


List of “global” feature functions. Each “global” feature function
should accept a single argument - a list
of (html_token, feature_dict) tuples.
This list contains all tokens from the document and
features extracted by previous feature functions.

“Global” feature functions are applied after “token” feature
functions in the order they are passed.

They should change feature dicts feature_dict inplace.




min_df : integer or Mapping, optional


Feature values that have a document frequency strictly
lower than the given threshold are removed.
If min_df is integer, its value is used as threshold.

TODO: if min_df is a dictionary, it should map feature names
to thresholds.











	
fit(html_token_lists, y=None)[source]

	




	
fit_transform(html_token_lists, y=None, **fit_params)[source]

	




	
transform(html_token_lists)[source]

	




	
transform_single(html_tokens)[source]

	










Predefined Feature Functions


	
webstruct.features.token_features.token_identity(html_token)[source]

	




	
webstruct.features.token_features.token_lower(html_token)[source]

	




	
webstruct.features.token_features.token_shape(html_token)[source]

	




	
webstruct.features.token_features.token_endswith_dot(html_token)[source]

	




	
webstruct.features.token_features.token_endswith_colon(html_token)[source]

	




	
webstruct.features.token_features.token_has_copyright(html_token)[source]

	




	
webstruct.features.token_features.number_pattern(html_token)[source]

	




	
webstruct.features.token_features.prefixes_and_suffixes(html_token)[source]

	




	
class webstruct.features.token_features.PrefixFeatures(lenghts=(2, 3, 4), featname='prefix', lower=True)[source]

	




	
class webstruct.features.token_features.SuffixFeatures(lenghts=(2, 3, 4), featname='suffix', lower=True)[source]

	




	
webstruct.features.data_features.looks_like_year(html_token)[source]

	




	
webstruct.features.data_features.looks_like_month(html_token)[source]

	




	
webstruct.features.data_features.looks_like_time(html_token)[source]

	




	
webstruct.features.data_features.looks_like_weekday(html_token)[source]

	




	
webstruct.features.data_features.looks_like_email(html_token)[source]

	




	
webstruct.features.data_features.looks_like_street_part(html_token)[source]

	




	
webstruct.features.data_features.looks_like_range(html_token)[source]

	




	
webstruct.features.block_features.parent_tag(html_token)[source]

	




	
class webstruct.features.block_features.InsideTag(tagname)[source]

	




	
webstruct.features.block_features.borders(html_token)[source]

	




	
webstruct.features.block_features.block_length(html_token)[source]

	




	
class webstruct.features.utils.CombinedFeatures(*feature_funcs)[source]

	Utility for combining several feature functions:

>>> from pprint import pprint
>>> def f1(tok): return {'upper': tok.isupper()}
>>> def f2(tok): return {'len': len(tok)}
>>> features = CombinedFeatures(f1, f2)
>>> pprint(features('foo'))
{'len': 3, 'upper': False}
>>> print(sorted(features.seen_keys))
['len', 'upper']






	
copy()[source]

	








	
class webstruct.features.utils.LongestMatchGlobalFeature(lookup_data, featname)[source]

	
	
process_range(doc, start, end, matched_text)[source]

	










Gazetteer Support


	
class webstruct.gazetteers.features.MarisaGeonamesGlobalFeature(filename, featname, format=None)[source]

	Global feature that matches longest entities from a lexicon
extracted from geonames.org and stored in a MARISA Trie.






	
webstruct.gazetteers.geonames.read_geonames(filename)[source]

	Parse geonames file to a pandas.DataFrame. File may be downloaded
from http://download.geonames.org/export/dump/; it should be unzipped
and in a “geonames table” format.






	
webstruct.gazetteers.geonames.read_geonames_zipped(zip_filename, geonames_filename)[source]

	Parse zipped geonames file.






	
webstruct.gazetteers.geonames.to_marisa(df, columns=['country_code', 'feature_class', 'feature_code', 'admin1_code', 'admin2_code'], format='2s 1s 5s 2s 3s')[source]

	Encode pandas.DataFrame with GeoNames data
(loaded using read_geonames() and maybe filtered in some way)
to a marisa.RecordTrie.
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Model Creation Helpers

webstruct.model contains convetional wrappers for creating NER models.


	
class webstruct.model.NER(model, loader=None, html_tokenizer=None)[source]

	Class for extracting named entities from HTML.

Initialize it with a trained model. model must have
transform method that accepts lists of HtmlToken
sequences and returns lists of predicted IOB2 tags.
create_wapiti_pipeline() function returns such model.


	
extract(bytes_data)[source]

	Extract named entities from binary HTML data bytes_data.
Return a list of (entity_text, entity_type) tuples.






	
extract_from_url(url)[source]

	A convenience wrapper for extract() method that downloads
input data from a remote URL.






	
extract_raw(bytes_data)[source]

	Extract named entities from binary HTML data bytes_data.
Return a list of (html_token, iob2_tag) tuples.






	
extract_groups(bytes_data, dont_penalize=None)[source]

	Extract groups of named entities from binary HTML data bytes_data.
Return a list of lists of (entity_text, entity_type) tuples.

Entites are grouped using algorithm from webstruct.grouping.






	
build_entity(html_tokens, tag)[source]

	Join tokens to an entity. Return an entity, as text.
By default this function uses webstruct.utils.smart_join().

Override it to customize extract(), extract_from_url()
and extract_groups() results. If this function returns empty
string or None, entity is dropped.
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Metrics

webstruct.metrics contains metric functions that can be used for
model developmenton: on their own or as scoring functions for
scikit-learn’s cross-validation [http://scikit-learn.org/stable/modules/cross_validation.html] and model selection [http://scikit-learn.org/stable/tutorial/statistical_inference/model_selection.html].


	
webstruct.metrics.avg_bio_f1_score(y_true, y_pred)[source]

	Macro-averaged F1 score of lists of BIO-encoded sequences
y_true and y_pred.

A named entity in a sequence from y_pred is considered
correct only if it is an exact match of the corresponding entity
in the y_true.

It requires https://github.com/larsmans/seqlearn to work.






	
webstruct.metrics.bio_classification_report(y_true, y_pred)[source]

	Classification report for a list of BIO-encoded sequences.
It computes token-level metrics and discards “O” labels.
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Entity Grouping

Often it is not enough to find all entities on a webpage.
For example, one may want to extract separate “entity groups”
with combined information about individual offices
from a page that has contact details of several offices.
An “entity group” may constsit of the name of the office along
with office address (street, city, zipcode) and contacts
(phones, faxes) in this case.

webstruct.grouping module provides a simple unsupervised
algorithm to group extracted entities into clusters. It works this way:


	Each HTML token is assigned a position (an integer number).
Position increases with each token and when HTML element changes.

	Distances between subsequent entities are calculated.

	If a distance between 2 subsequent entities is greater than
a certain threshold then new “cluster” is started.

	Clusters are scored - longer clusters get larger scores,
but clusters with several entities of the same type are penalized
(unless user explicitly asked not to penalize this entity type).
Total clustering score is calculated as a sum of scores
of individual clusters.

	Threshold value for the final clustering is selected
to maximize total clustering score (4). Each input page gets
its own threshold.




	
webstruct.grouping.choose_best_clustering(html_tokens, tags, score_func=None, score_kwargs=None)[source]

	Select a best way to split html_tokens and tags into clusters
of named entities. Return (threshold, score, clusters) tuple.

clusters in the resulting tuple is a list of clusters;
each cluster is a list of named entities: (html_tokens, tag, distance)
tuples.

html_tokens and tags could be a result of
webstruct.model.NER.extract_raw().

If score_func is None, choose_best_clustering() uses
default_clustering_score() to compute the score
of a set of clusters under consideration (optimization objective).
You can pass your own scoring function to change the heuristic used.
Your function must have 2 positional parameters:
clusters and threshold (and any number of keyword arguments)
and return a score (number) which should be large if the clustering
is good and small or negative if it is bad.

score_kwargs is a dict of keyword arguments passed to
scoring function. For example, if you use default score_func,
the goal is to group contact information, and you want to allow
several phones (TEL) and faxes (FAX) in the same group, pass
score_kwargs={'dont_penalize': {'TEL', 'FAX'}}.






	
webstruct.grouping.default_clustering_score(clusters, threshold, dont_penalize=None)[source]

	Heuristic scoring function for clusters:


	larger clusters get bigger scores;

	clusters that have multiple entities of the same tag are penalized
(unless the tag is in dont_penalize set);

	total score is computed as a sum of scores of all clusters.



dont_penalize is a set of tags for which duplicates
are not penalized. It is empty by default.
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Wapiti Helpers

webstruct.wapiti module provides utilities for easier creation
of Wapiti [http://wapiti.limsi.fr/] models, templates and data files.


	
class webstruct.wapiti.WapitiCRF(model_filename, train_args=(), feature_template='# Label unigrams and bigrams:n*n', unigrams_scope='u', tempdir=None, unlink_temp=True, verbose=True, feature_encoder=None, dev_size=0)[source]

	Class for training and applying Wapiti CRF models.

For training it relies on calling original Wapiti binary (via
subprocess), so “wapiti” binary must be available if you need “fit”
method.

Trained model is saved in an external file; its filename is a first
parameter to constructor. This file is created and overwritten by
WapitiCRF.fit(); it must exist for WapitiCRF.transform()
to work.

For prediction WapitiCRF relies on python-wapiti [https://github.com/adsva/python-wapiti] library.


	
WAPITI_CMD = 'wapiti'

	Command used to start wapiti






	
fit(X, y, X_dev=None, y_dev=None, out_dev=None)[source]

	Train a model.





	Parameters:	X : list of lists of dicts


Feature dicts for several documents.




y : a list of lists of strings


Labels for several documents.




X_dev : (optional) list of lists of feature dicts


Data used for testing and as a stopping criteria.




y_dev : (optional) list of lists of labels


Labels corresponding to X_dev.




out_dev : (optional) string


Path to a file where tagged development data will be written.















	
run_wapiti(args)[source]

	




	
score(X, y)[source]

	Macro-averaged F1 score of lists of BIO-encoded sequences
y_true and y_pred.

A named entity in a sequence from y_pred is considered
correct only if it is an exact match of the corresponding entity
in the y_true.

It requires https://github.com/larsmans/seqlearn to work.






	
transform(X)[source]

	Make a prediction.





	Parameters:	X : list of lists


feature dicts







	Returns:	y : list of lists


predicted labels



















	
class webstruct.wapiti.WapitiFeatureEncoder(move_to_front=('token', ))[source]

	Utility class for preparing Wapiti templates and
converting sequences of dicts with features to the format Wapiti [http://wapiti.limsi.fr/]
understands.


	
fit(X, y=None)[source]

	X should be a list of lists of dicts with features.
It can be obtained, for example, using
HtmlFeatureExtractor.






	
partial_fit(X, y=None)[source]

	




	
prepare_template(template)[source]

	Prepare Wapiti template by replacing feature names with feature
column indices inside %x[row,col] macros. Indices are compatible
with WapitiFeatureEncoder.transform() output.

>>> we = WapitiFeatureEncoder(['token', 'tag'])
>>> seq_features = [{'token': 'the', 'tag': 'DT'}, {'token': 'dog', 'tag': 'NN'}]
>>> we.fit([seq_features])
WapitiFeatureEncoder(move_to_front=('token', 'tag'))
>>> we.prepare_template('*:Pos-1 L=%x[-1, tag]\n*:Suf-2 X=%m[ 0,token,".?.?$"]')
'*:Pos-1 L=%x[-1,1]\n*:Suf-2 X=%m[0,0,".?.?$"]'





Check these links for more info about template format:


	http://wapiti.limsi.fr/manual.html

	http://crfpp.googlecode.com/svn/trunk/doc/index.html#templ








	
reset()[source]

	




	
transform(X)[source]

	




	
transform_single(feature_dicts)[source]

	Transform a sequence of dicts feature_dicts
to a list of Wapiti data file lines.






	
unigram_features_template(scope='*')[source]

	Return Wapiti template with unigram features for each of
known features.

>>> we = WapitiFeatureEncoder(['token', 'tag'])
>>> seq_features = [{'token': 'the', 'tag': 'DT'}, {'token': 'dog', 'tag': 'NN'}]
>>> we.fit([seq_features])
WapitiFeatureEncoder(move_to_front=('token', 'tag'))
>>> print(we.unigram_features_template())

# Unigrams for all custom features
*feat:token=%x[0,0]
*feat:tag=%x[0,1]

>>> print(we.unigram_features_template('u'))

# Unigrams for all custom features
ufeat:token=%x[0,0]
ufeat:tag=%x[0,1]














	
webstruct.wapiti.create_wapiti_pipeline(model_filename, token_features=None, global_features=None, train_args=None, feature_template=None, min_df=1, **wapiti_kwargs)[source]

	Create a scikit-learn Pipeline for HTML tagging using Wapiti.
This pipeline expects data produced by
HtmlTokenizer as an input and produces
sequences of IOB2 tags as output.

Example of training, with all parameters default:

>>> import webstruct
>>> trees = webstruct.load_trees([
...    ("train/*.html", webstruct.WebAnnotatorLoader())
... ])  
>>> X, y = webstruct.HtmlTokenizer().tokenize(trees)  
>>> model = webstruct.create_wapiti_pipeline('model.wapiti')  
>>> model.fit(X, y)  










	
webstruct.wapiti.prepare_wapiti_template(template, vocabulary)[source]

	Prepare Wapiti template by replacing feature names with feature
column indices inside %x[row,col] macros:

>>> vocab = {'token': 0, 'tag': 1}
>>> prepare_wapiti_template('*:Pos-1 L=%x[-1, tag]\n*:Suf-2 X=%m[ 0,token,".?.?$"]', vocab)
'*:Pos-1 L=%x[-1,1]\n*:Suf-2 X=%m[0,0,".?.?$"]'





It understands which lines are comments:

>>> prepare_wapiti_template('*:Pos-1 L=%x[-1, tag]\n# *:Suf-2 X=%m[ 0,token,".?.?$"]', vocab)
'*:Pos-1 L=%x[-1,1]\n# *:Suf-2 X=%m[ 0,token,".?.?$"]'





Check these links for more info about template format:


	http://wapiti.limsi.fr/manual.html

	http://crfpp.googlecode.com/svn/trunk/doc/index.html#templ
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Miscellaneous


Utils


	
class webstruct.utils.BestMatch(known)[source]

	Bases: object

Class for finding best non-overlapping matches in a sequence of tokens.
Override get_sorted_ranges() method to define which results are best.


	
find_ranges(tokens)[source]

	




	
get_sorted_ranges(ranges, tokens)[source]

	








	
class webstruct.utils.LongestMatch(known)[source]

	Bases: webstruct.utils.BestMatch

Class for finding longest non-overlapping matches in a sequence of tokens.

>>> known = {'North Las', 'North Las Vegas', 'North Pole', 'Vegas USA', 'Las Vegas', 'USA', "Toronto"}
>>> lm = LongestMatch(known)
>>> lm.max_length
3
>>> tokens = ["Toronto", "to", "North", "Las", "Vegas", "USA"]
>>> for start, end, matched_text in lm.find_ranges(tokens):
...     print(start, end, tokens[start:end], matched_text)
(0, 1, ['Toronto'], 'Toronto')
(2, 5, ['North', 'Las', 'Vegas'], 'North Las Vegas')
(5, 6, ['USA'], 'USA')






	
get_sorted_ranges(ranges, tokens)[source]

	








	
webstruct.utils.flatten(sequence)  list[source]

	Return a single, flat list which contains all elements retrieved
from the sequence and all recursively contained sub-sequences
(iterables).

Examples:

>>> [1, 2, [3,4], (5,6)]
[1, 2, [3, 4], (5, 6)]
>>> flatten([[[1,2,3], (42,None)], [4,5], [6], 7, (8,9,10)])
[1, 2, 3, 42, None, 4, 5, 6, 7, 8, 9, 10]










	
webstruct.utils.get_combined_keys(dicts)[source]

	>>> sorted(get_combined_keys([{'foo': 'egg'}, {'bar': 'spam'}]))
['bar', 'foo']










	
webstruct.utils.html_document_fromstring(data, encoding=None)[source]

	Load HTML document from string using lxml.html.HTMLParser






	
webstruct.utils.kill_html_tags(doc, tagnames, keep_child=True)[source]

	>>> from lxml.html import fragment_fromstring, tostring
>>> root = fragment_fromstring('<div><h1>head 1</h1></div>')
>>> kill_html_tags(root, ['h1'])
>>> tostring(root)
'<div>head 1</div>'





>>> root = fragment_fromstring('<div><h1>head 1</h1></div>')
>>> kill_html_tags(root, ['h1'], False)
>>> tostring(root)
'<div></div>'










	
webstruct.utils.merge_dicts(*dicts)[source]

	>>> sorted(merge_dicts({'foo': 'bar'}, {'bar': 'baz'}).items())
[('bar', 'baz'), ('foo', 'bar')]










	
webstruct.utils.replace_html_tags(root, tag_replaces)[source]

	Replace lxml elements’ tag.

>>> from lxml.html import fragment_fromstring, document_fromstring, tostring
>>> root = fragment_fromstring('<h1>head 1</h1>')
>>> replace_html_tags(root, {'h1': 'strong'})
>>> tostring(root)
'<strong>head 1</strong>'





>>> root = document_fromstring('<h1>head 1</h1> <H2>head 2</H2>')
>>> replace_html_tags(root, {'h1': 'strong', 'h2': 'strong', 'h3': 'strong', 'h4': 'strong'})
>>> tostring(root)
'<html><body><strong>head 1</strong> <strong>head 2</strong></body></html>'










	
webstruct.utils.run_command(args, verbose=True)[source]

	Execute a command in a subprocess, terminate it if exception occurs,
raise CalledProcessError exception if command returned non-zero exit code.

If verbose == True then print output as it appears using “print”.
Unlike subprocess.check_call it doesn’t assume that stdout
has a file descriptor - this allows printing to works in IPython notebook.






	
webstruct.utils.smart_join(tokens)[source]

	Join tokens without adding unneeded spaces before punctuation:

>>> smart_join(['Hello', ',', 'world', '!'])
'Hello, world!'

>>> smart_join(['(', '303', ')', '444-7777'])
'(303) 444-7777'










	
webstruct.utils.substrings(txt, min_length=2, max_length=10, pad='')[source]

	>>> substrings("abc", 1)
['a', 'ab', 'abc', 'b', 'bc', 'c']
>>> substrings("abc", 2)
['ab', 'abc', 'bc']
>>> substrings("abc", 1, 2)
['a', 'ab', 'b', 'bc', 'c']
>>> substrings("abc", 1, 3, '$')
['$a', 'a', '$ab', 'ab', '$abc', 'abc', 'abc$', 'b', 'bc', 'bc$', 'c', 'c$']










	
webstruct.utils.tostr(val)[source]

	




	
webstruct.utils.alphanum_key(s)[source]

	Key func for sorting strings according to numerical value.






	
webstruct.utils.human_sorted()

	sorted that uses alphanum_key() as a key function








Text Tokenization


	
class webstruct.tokenizers.DefaultTokenizer[source]

	
	
tokenize(text)[source]

	








	
class webstruct.tokenizers.WordTokenizer[source]

	This tokenizer is copy-pasted version of TreebankWordTokenizer
that doesn’t split on @ and ‘:’ symbols and doesn’t split contractions:

>>> from nltk.tokenize.treebank import TreebankWordTokenizer
>>> s = u'''Good muffins cost $3.88\nin New York. Email: muffins@gmail.com'''
>>> TreebankWordTokenizer().tokenize(s)
[u'Good', u'muffins', u'cost', u'$', u'3.88', u'in', u'New', u'York.', u'Email', u':', u'muffins', u'@', u'gmail.com']
>>> WordTokenizer().tokenize(s)
[u'Good', u'muffins', u'cost', u'$', u'3.88', u'in', u'New', u'York.', u'Email:', u'muffins@gmail.com']

>>> s = u'''Shelbourne Road,'''
>>> WordTokenizer().tokenize(s)
[u'Shelbourne', u'Road', u',']

>>> s = u'''population of 100,000'''
>>> WordTokenizer().tokenize(s)
[u'population', u'of', u'100,000']

>>> s = u'''Hello|World'''
>>> WordTokenizer().tokenize(s)
[u'Hello', u'|', u'World']






	
tokenize(text)[source]

	








	
webstruct.tokenizers.tokenize(self, text)

	






Sequence Encoding


	
class webstruct.sequence_encoding.InputTokenProcessor(tagset=None)[source]

	
	
classify(token)[source]

	>>> tp = InputTokenProcessor()
>>> tp.classify('foo')
('token', 'foo')
>>> tp.classify('__START_ORG__')
('start', 'ORG')
>>> tp.classify('__END_ORG__')
('end', 'ORG')














	
class webstruct.sequence_encoding.IobEncoder(token_processor=None)[source]

	Utility class for encoding tagged token streams using IOB2 encoding.

Encode input tokens using encode method:

>>> iob_encoder = IobEncoder()
>>> input_tokens = ["__START_PER__", "John", "__END_PER__", "said"]
>>> iob_encoder.encode(input_tokens)
[('John', 'B-PER'), ('said', 'O')]





Get the result in another format using encode_split method:

>>> input_tokens = ["hello", "__START_PER__", "John", "Doe", "__END_PER__", "__START_PER__", "Mary", "__END_PER__", "said"]
>>> tokens, tags = iob_encoder.encode_split(input_tokens)
>>> tokens, tags
(['hello', 'John', 'Doe', 'Mary', 'said'], ['O', 'B-PER', 'I-PER', 'B-PER', 'O'])





Note that IobEncoder is stateful. This means you can encode incomplete
stream and continue the encoding later:

>>> iob_encoder = IobEncoder()
>>> iob_encoder.encode(["__START_PER__", "John"])
[('John', 'B-PER')]
>>> iob_encoder.encode(["Mayer", "__END_PER__", "said"])
[('Mayer', 'I-PER'), ('said', 'O')]





To reset internal state, use reset method:

>>> iob_encoder.reset()





Group results to entities:

>>> iob_encoder.group(iob_encoder.encode(input_tokens))
[(['hello'], 'O'), (['John', 'Doe'], 'PER'), (['Mary'], 'PER'), (['said'], 'O')]





Input token stream is processed by InputTokenProcessor() by default;
you can pass other token processing class to customize which tokens
are considered start/end tags.


	
encode(input_tokens)[source]

	




	
encode_split(input_tokens)[source]

	The same as encode, but returns (tokens, tags) tuple






	
classmethod group(data, strict=False)[source]

	Group IOB2-encoded entities. data should be an iterable
of (info, iob_tag) tuples. info could be any Python object,
iob_tag should be a string with a tag.

Example:

>>>
>>> data = [("hello", "O"), (",", "O"), ("John", "B-PER"),
...         ("Doe", "I-PER"), ("Mary", "B-PER"), ("said", "O")]
>>> for items, tag in IobEncoder.iter_group(data):
...     print("%s %s" % (items, tag))
['hello', ','] O
['John', 'Doe'] PER
['Mary'] PER
['said'] O





By default, invalid sequences are fixed:

>>> data = [("hello", "O"), ("John", "I-PER"), ("Doe", "I-PER")]
>>> for items, tag in IobEncoder.iter_group(data):
...     print("%s %s" % (items, tag))
['hello'] O
['John', 'Doe'] PER





Pass ‘strict=True’ argument to raise an exception for
invalid sequences:

>>> for items, tag in IobEncoder.iter_group(data, strict=True):
...     print("%s %s" % (items, tag))
Traceback (most recent call last):
...
ValueError: Invalid sequence: I-PER tag can't start sequence










	
iter_encode(input_tokens)[source]

	




	
classmethod iter_group(data, strict=False)[source]

	




	
reset()[source]

	Reset the sequence
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# -*- coding: utf-8 -*-
from __future__ import absolute_import
import re


[docs]class IobEncoder(object):
    """
    Utility class for encoding tagged token streams using IOB2 encoding.

    Encode input tokens using ``encode`` method::

        >>> iob_encoder = IobEncoder()
        >>> input_tokens = ["__START_PER__", "John", "__END_PER__", "said"]
        >>> iob_encoder.encode(input_tokens)
        [('John', 'B-PER'), ('said', 'O')]

    Get the result in another format using ``encode_split`` method::

        >>> input_tokens = ["hello", "__START_PER__", "John", "Doe", "__END_PER__", "__START_PER__", "Mary", "__END_PER__", "said"]
        >>> tokens, tags = iob_encoder.encode_split(input_tokens)
        >>> tokens, tags
        (['hello', 'John', 'Doe', 'Mary', 'said'], ['O', 'B-PER', 'I-PER', 'B-PER', 'O'])

    Note that IobEncoder is stateful. This means you can encode incomplete
    stream and continue the encoding later::

        >>> iob_encoder = IobEncoder()
        >>> iob_encoder.encode(["__START_PER__", "John"])
        [('John', 'B-PER')]
        >>> iob_encoder.encode(["Mayer", "__END_PER__", "said"])
        [('Mayer', 'I-PER'), ('said', 'O')]

    To reset internal state, use ``reset method``::

        >>> iob_encoder.reset()

    Group results to entities::

        >>> iob_encoder.group(iob_encoder.encode(input_tokens))
        [(['hello'], 'O'), (['John', 'Doe'], 'PER'), (['Mary'], 'PER'), (['said'], 'O')]

    Input token stream is processed by ``InputTokenProcessor()`` by default;
    you can pass other token processing class to customize which tokens
    are considered start/end tags.
    """

    def __init__(self, token_processor=None):
        self.token_processor = token_processor or InputTokenProcessor()
        self.reset()

[docs]    def reset(self):
        """ Reset the sequence """
        self.tag = 'O'


[docs]    def iter_encode(self, input_tokens):
        for token in input_tokens:
            token_type, value = self.token_processor.classify(token)

            if token_type == 'start':
                self.tag = "B-" + value

            elif token_type == 'end':
                if value != self.tag[2:]:
                    raise ValueError(
                        "Invalid tag sequence: close tag '%s' "
                        "doesn't match open tag '%s'." % (value, self.tag)
                    )
                self.tag = "O"

            elif token_type == 'token':
                yield token, self.tag
                if self.tag[0] == 'B':
                    self.tag = "I" + self.tag[1:]

            elif token_type == 'drop':
                continue

            else:
                raise ValueError("Unknown token type '%s' for token '%s'" % (token_type, token))


[docs]    def encode(self, input_tokens):
        return list(self.iter_encode(input_tokens))


[docs]    def encode_split(self, input_tokens):
        """ The same as ``encode``, but returns ``(tokens, tags)`` tuple """
        res = self.encode(input_tokens)
        if not res:
            return (), ()
        tokens, tags = zip(*res)
        return list(tokens), list(tags)


    @classmethod
[docs]    def group(cls, data, strict=False):
        """
        Group IOB2-encoded entities. ``data`` should be an iterable
        of ``(info, iob_tag)`` tuples. ``info`` could be any Python object,
        ``iob_tag`` should be a string with a tag.

        Example::

            >>>
            >>> data = [("hello", "O"), (",", "O"), ("John", "B-PER"),
            ...         ("Doe", "I-PER"), ("Mary", "B-PER"), ("said", "O")]
            >>> for items, tag in IobEncoder.iter_group(data):
            ...     print("%s %s" % (items, tag))
            ['hello', ','] O
            ['John', 'Doe'] PER
            ['Mary'] PER
            ['said'] O

        By default, invalid sequences are fixed::

            >>> data = [("hello", "O"), ("John", "I-PER"), ("Doe", "I-PER")]
            >>> for items, tag in IobEncoder.iter_group(data):
            ...     print("%s %s" % (items, tag))
            ['hello'] O
            ['John', 'Doe'] PER

        Pass 'strict=True' argument to raise an exception for
        invalid sequences::

            >>> for items, tag in IobEncoder.iter_group(data, strict=True):
            ...     print("%s %s" % (items, tag))
            Traceback (most recent call last):
            ...
            ValueError: Invalid sequence: I-PER tag can't start sequence
        """
        return list(cls.iter_group(data, strict))


    @classmethod
[docs]    def iter_group(cls, data, strict=False):
        buf, tag = [], 'O'

        for info, iob_tag in data:
            if iob_tag.startswith('I-') and tag != iob_tag[2:]:
                if strict:
                    raise ValueError("Invalid sequence: %s tag can't start sequence" % iob_tag)
                else:
                    iob_tag = 'B-' + iob_tag[2:]  # fix bad tag

            if iob_tag.startswith('B-'):
                if buf:
                    yield buf, tag
                buf = []

            elif iob_tag == 'O':
                if buf and tag != 'O':
                    yield buf, tag
                    buf = []

            tag = 'O' if iob_tag == 'O' else iob_tag[2:]
            buf.append(info)

        if buf:
            yield buf, tag


# FIXME: this hook is incomplete: __START_TAG__ tokens are assumed everywhere.


[docs]class InputTokenProcessor(object):
    def __init__(self, tagset=None):
        if tagset is not None:
            tag_re = '|'.join(tagset)
        else:
            tag_re = '\w+?'
        self.tag_re = re.compile('__(START|END)_(%s)__' % tag_re)

[docs]    def classify(self, token):
        """
        >>> tp = InputTokenProcessor()
        >>> tp.classify('foo')
        ('token', 'foo')
        >>> tp.classify('__START_ORG__')
        ('start', 'ORG')
        >>> tp.classify('__END_ORG__')
        ('end', 'ORG')
        """

        # start/end tags
        m = self.tag_re.match(token)
        if m:
            return m.group(1).lower(), m.group(2)

        # # drop standalone commas and semicolons by default?
        # if token in {',', ';'}:
        #     return 'drop', token

        # regular token
        return 'token', token
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# -*- coding: utf-8 -*-
"""
Often it is not enough to find all entities on a webpage.
For example, one may want to extract separate "entity groups"
with combined information about individual offices
from a page that has contact details of several offices.
An "entity group" may constsit of the name of the office along
with office address (street, city, zipcode) and contacts
(phones, faxes) in this case.

.. _grouping-algorithm:

:mod:`webstruct.grouping` module provides a simple unsupervised
algorithm to group extracted entities into clusters. It works this way:

1. Each HTML token is assigned a position (an integer number).
   Position increases with each token and when HTML element changes.

2. Distances between subsequent entities are calculated.

3. If a distance between 2 subsequent entities is greater than
   a certain threshold then new "cluster" is started.

4. Clusters are scored - longer clusters get larger scores,
   but clusters with several entities of the same type are penalized
   (unless user explicitly asked not to penalize this entity type).
   Total clustering score is calculated as a sum of scores
   of individual clusters.

5. Threshold value for the final clustering is selected
   to maximize total clustering score (4). Each input page gets
   its own threshold.

"""
from __future__ import absolute_import
import collections
import operator
from webstruct.sequence_encoding import IobEncoder


# XXX: If functions in this module are not flexible enough,
# PRs with refactoring are welcome.


_select_score = operator.itemgetter(1)
[docs]def choose_best_clustering(html_tokens, tags, score_func=None, score_kwargs=None):
    """
    Select a best way to split ``html_tokens`` and ``tags`` into clusters
    of named entities. Return ``(threshold, score, clusters)`` tuple.

    ``clusters`` in the resulting tuple is a list of clusters;
    each cluster is a list of named entities: ``(html_tokens, tag, distance)``
    tuples.

    ``html_tokens`` and ``tags`` could be a result of
    :meth:`webstruct.model.NER.extract_raw()`.

    If ``score_func`` is None, :func:`choose_best_clustering` uses
    :func:`default_clustering_score` to compute the score
    of a set of clusters under consideration (optimization objective).
    You can pass your own scoring function to change the heuristic used.
    Your function must have 2 positional parameters:
    ``clusters`` and ``threshold`` (and any number of keyword arguments)
    and return a score (number) which should be large if the clustering
    is good and small or negative if it is bad.

    ``score_kwargs`` is a dict of keyword arguments passed to
    scoring function. For example, if you use default ``score_func``,
    the goal is to group contact information, and you want to allow
    several phones (TEL) and faxes (FAX) in the same group, pass
    ``score_kwargs={'dont_penalize': {'TEL', 'FAX'}}``.

    """
    score_func = score_func or default_clustering_score
    score_kwargs = score_kwargs or {}

    entities, positions = _entities_with_positions(html_tokens, tags)
    distances = _get_distances(positions)

    # first distance is irrelevant; prefer longer clusters
    thresholds = sorted(set(distances[1:]), reverse=True)

    if not thresholds:
        return (0, 0, group_entities_by_threshold(html_tokens, tags, 0))

    possible_clusterings = [
        group_entities_by_threshold(html_tokens, tags, threshold)
        for threshold in thresholds
    ]
    scores = [score_func(cl, threshold, **score_kwargs)
              for cl, threshold in zip(possible_clusterings, thresholds)]
    return max(zip(thresholds, scores, possible_clusterings), key=_select_score)



[docs]def default_clustering_score(clusters, threshold, dont_penalize=None):
    """
    Heuristic scoring function for clusters:

    - larger clusters get bigger scores;
    - clusters that have multiple entities of the same tag are penalized
      (unless the tag is in ``dont_penalize`` set);
    - total score is computed as a sum of scores of all clusters.

    ``dont_penalize`` is a set of tags for which duplicates
    are not penalized. It is empty by default.
    """

    # XXX: Maybe penalize large thresholds?

    dont_penalize = set(dont_penalize or set())
    score = 0
    for cluster in clusters:
        cnt = collections.Counter(tag for tokens, tag, dist in cluster)
        cl_score = sum(v for k, v in cnt.items()
                       if v == 1 or k in dont_penalize)
        cl_score -= sum(v for k, v in cnt.items()
                        if v != 1 and k not in dont_penalize)
        cl_score -= 1
        score += cl_score

    return score



def group_entities_by_threshold(html_tokens, tags, threshold, iob_encoder=IobEncoder):
    entities, positions = _entities_with_positions(html_tokens, tags, iob_encoder)
    distances = _get_distances(positions)

    groups, buf = [], []
    for ent, dist in zip(entities, distances):
        if dist > threshold:
            if buf:
                groups.append(buf)
                buf = []
        buf.append((ent[0], ent[1], dist))
    if buf:
        groups.append(buf)
    return groups


def _get_positions(html_tokens):
    # XXX: IMHO it penalizes text between entities too much
    pos = -(2+1+2)
    prev_parent, prev_elem = None, None
    positions = []
    for tok in html_tokens:
        if tok.parent is not prev_parent:
            pos += 2
            prev_parent = tok.parent
        if tok.elem is not prev_elem:
            pos += 1
            prev_elem = tok.elem
        pos += 2
        positions.append(pos)
    return positions


def _get_distances(start_end_pairs):
    """
    >>> _get_distances([(0,1), (5,10), (11,12)])
    [0, 4, 1]
    """
    distances = []
    prev_pos = 0
    for start, end in start_end_pairs:
        distances.append(start-prev_pos)
        prev_pos=end
    return distances


def _entities_with_positions(html_tokens, tags, iob_encoder=IobEncoder):
    tokens_with_positions = zip(html_tokens, _get_positions(html_tokens))
    data = zip(tokens_with_positions, tags)

    entities, positions = [], []
    for items, tag in iob_encoder.group(data):
        if tag == 'O':
            continue
        tokens, token_positions = zip(*items)
        entities.append((tokens, tag))
        positions.append((token_positions[0], token_positions[-1]))

    return entities, positions
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# -*- coding: utf-8 -*-
"""
:mod:`webstruct.feature_extraction` contains classes that help
with:

- converting HTML pages into lists of feature dicts and
- extracting annotations.

Usually, the approach is the following:

1. Extract text from the webpage and tokenize it, preserving information
   about token position in original HTML tree
   (token + its tree position = :class:`HtmlToken`).
   Information about annotations (if present) is split from the rest
   of data at this stage. :class:`HtmlTokenizer` is used for extracting
   HTML tokens and annotation tags.

2. Run a number of "token feature functions" that return bits of information
   about each token: token text, token shape (uppercased/lowercased/...),
   whether token is in ``<a>`` HTML element, etc. For each token information
   is combined into a single feature dictionary.

   Use :class:`HtmlFeatureExtractor` at this stage. There is a number of
   predefined token feature functions in :mod:`webstruct.features`.

3. Run a number of "global feature functions" that can modify token feature
   dicts inplace (insert new features, change, remove them) using "global"
   information - information about all other tokens in a document and their
   existing token-level feature dicts. Global feature functions are applied
   sequentially: subsequent global feature functions get feature dicts updated
   by previous feature functions.

   This is also done by :class:`HtmlFeatureExtractor`.

   :class:`~webstruct.features.utils.LongestMatchGlobalFeature` can be used
   to create features that capture multi-token patterns. Some predefined
   global feature functions can be found in :mod:`webstruct.gazetteers`.


"""
from __future__ import absolute_import
import re
import copy
from itertools import chain, groupby
from collections import namedtuple, Counter
from lxml.etree import XPathEvaluator
from sklearn.base import BaseEstimator, TransformerMixin
from webstruct.sequence_encoding import IobEncoder
from webstruct.tokenizers import tokenize
from webstruct.features import CombinedFeatures
from webstruct.utils import replace_html_tags, kill_html_tags, smart_join

_HtmlToken = namedtuple('HtmlToken', 'index tokens elem is_tail')

[docs]class HtmlToken(_HtmlToken):
    """
    HTML token info.

    Attributes:

    * :attr:`index` is a token index (in the :attr:`tokens` list)
    * :attr:`tokens` is a list of all tokens in current html block
    * :attr:`elem` is the current html block (as lxml's Element) - most
      likely you want :attr:`parent` instead of it
    * :attr:`is_tail` flag indicates that token belongs to element tail

    Computed properties:

    * :attr:`token` is the current token (as text);
    * :attr:`parent` is token's parent HTML element (as lxml's Element);
    * :attr:`root` is an ElementTree this token belongs to.

    """
    @property
    def token(self):
        return self.tokens[self.index]

    @property
    def parent(self):
        if not self.is_tail:
            return self.elem
        return self.elem.getparent()

    @property
    def root(self):
        return self.elem.getroottree()



[docs]class HtmlTokenizer(object):
    """
    Class for converting HTML trees (returned by one of the
    :mod:`webstruct.loaders`) into lists of :class:`HtmlToken` instances
    and associated tags. Also, it can do the reverse conversion.

    Use :meth:`tokenize_single` to convert a single tree and :meth:`tokenize`
    to convert multiple trees.

    Use :meth:`detokenize_single` to get an annotated tree out of a list
    of :class:`HtmlToken` instances and a list of tags.

    Parameters
    ----------

    tagset : set, optional
        A set of entity types to keep. If not passed, all entity types are kept.
        Use this argument to discard some entity types from training data.
    sequence_encoder : object, optional
        Sequence encoder object. If not passed,
        :class:`~webstruct.sequence_encoding.IobEncoder` instance is created.
    text_toknize_func : callable, optional
        Function used for tokenizing text inside HTML elements.
        By default, :class:`HtmlTokenizer` uses
        :func:`webstruct.tokenizers.tokenize`.
    kill_html_tags: set, optional
        A set of HTML tags which should be removed. Contents inside
        removed tags is not removed. See :func:`webstruct.utils.kill_html_tags`
    replace_html_tags: dict, optional
        A mapping ``{'old_tagname': 'new_tagname'}``. It defines how tags
        should be renamed. See :func:`webstruct.utils.replace_html_tags`
    ignore_html_tags: set, optional
        A set of HTML tags which won't produce :class:`HtmlToken` instances,
        but will be kept in a tree. Default is ``{'script', 'style'}``.
    """
    def __init__(self, tagset=None, sequence_encoder=None, text_tokenize_func=None,
                 kill_html_tags=None, replace_html_tags=None, ignore_html_tags=None):
        self.tagset = set(tagset) if tagset is not None else None
        self.text_tokenize_func = text_tokenize_func or tokenize
        self.kill_html_tags = kill_html_tags
        self.replace_html_tags = replace_html_tags

        if ignore_html_tags is not None:
            self.ignore_html_tags = set(ignore_html_tags)
        else:
            self.ignore_html_tags = {'script', 'style'}

        # FIXME: don't use shared instance of sequence encoder
        # because sequence encoder is stateful
        self.sequence_encoder = sequence_encoder or IobEncoder()

        tag_pattern = self.sequence_encoder.token_processor.tag_re.pattern.strip()
        self._tag_re = re.compile(r"(^|\s)%s(\s|$)" % tag_pattern)

[docs]    def tokenize_single(self, tree):
        """
        Return two lists:

        * a list a list of HtmlToken tokens;
        * a list of associated tags.

        For unannotated HTML all tags will be "O" - they may be ignored.

        Example:

            >>> from webstruct import GateLoader, HtmlTokenizer
            >>> loader = GateLoader(known_entities={'PER'})
            >>> html_tokenizer = HtmlTokenizer(replace_html_tags={'b': 'strong'})
            >>> tree = loader.loadbytes(b"<p>hello, <PER>John <b>Doe</b></PER> <br> <PER>Mary</PER> said</p>")
            >>> html_tokens, tags = html_tokenizer.tokenize_single(tree)
            >>> html_tokens  # doctest: +ELLIPSIS
            [HtmlToken(index=0, tokens=[u'hello', u'John'], elem=<Element p at ...>, is_tail=False), HtmlToken...]
            >>> tags
            ['O', u'B-PER', u'I-PER', u'B-PER', 'O']
            >>> for tok, iob_tag in zip(html_tokens, tags):
            ...     print "%5s" % iob_tag, tok.token, tok.elem.tag, tok.parent.tag
                O hello p p
            B-PER John p p
            I-PER Doe strong strong
            B-PER Mary br p
                O said br p

        For HTML without text it returns empty lists::

            >>> html_tokenizer.tokenize_single(loader.loadbytes(b'<p></p>'))
            ([], [])

        """
        tree = copy.deepcopy(tree)
        self.sequence_encoder.reset()
        self._prepare_tree(tree)
        res = zip(*(self._process_tree(tree)))
        if not res:
            return ([], [])
        return list(res[0]), list(res[1])


[docs]    def tokenize(self, trees):
        X, y = [], []
        for tree in trees:
            html_tokens, tags = self.tokenize_single(tree)
            X.append(html_tokens)
            y.append(tags)
        return X, y


[docs]    def detokenize_single(self, html_tokens, tags):
        """
        Build annotated ``lxml.etree.ElementTree`` from
        ``html_tokens`` (a list of :class:`.HtmlToken` instances)
        and ``tags`` (a list of their tags).

        Annotations are encoded as ``__START_TAG__`` and ``__END_TAG__``
        text tokens (this is the format :mod:`webstruct.loaders` use).
        """
        if len(html_tokens) != len(tags):
            raise ValueError("len(html_tokens) must be equal to len(tags)")

        if not html_tokens:
            return None

        orig_tree = html_tokens[0].root
        tree = copy.deepcopy(orig_tree)
        xpatheval = XPathEvaluator(tree)

        # find starts/ends of token groups
        token_groups = self.sequence_encoder.group(zip(html_tokens, tags))
        starts, ends = set(), set()
        pos = 0
        for gr_tokens, gr_tag in token_groups:
            n_tokens = len(gr_tokens)
            if gr_tag != 'O':
                starts.add(pos)
                ends.add(pos + n_tokens - 1)
            pos += n_tokens

        # mark starts/ends with special tokens
        data = zip(html_tokens, tags, range(len(html_tokens)))
        keyfunc = lambda rec: (rec[0].elem, rec[0].is_tail)

        for (orig_elem, is_tail), g in groupby(data, keyfunc):
            g = list(g)
            fix = False
            tokens = g[0][0].tokens[:]
            for token, tag, token_idx in g:
                if token_idx in starts:
                    tokens[token.index] = ' __START_%s__ %s' % (tag[2:], tokens[token.index])
                    fix = True
                if token_idx in ends:
                    tokens[token.index] = '%s __END_%s__ ' % (tokens[token.index], tag[2:])
                    fix = True

            if fix:
                xpath = orig_tree.getpath(orig_elem)
                elem = xpatheval(xpath)[0]
                if is_tail:
                    elem.tail = smart_join(tokens)
                else:
                    elem.text = smart_join(tokens)

        return tree


    def _prepare_tree(self, tree):
        if self.kill_html_tags:
            kill_html_tags(tree, self.kill_html_tags, keep_child=True)

        if self.replace_html_tags:
            replace_html_tags(tree, self.replace_html_tags)

    def _process_tree(self, tree):
        if tree.tag in self.ignore_html_tags:
            return

        head_tokens, head_tags = self._tokenize_and_split(tree.text)
        for index, (token, tag) in enumerate(zip(head_tokens, head_tags)):
            yield HtmlToken(index, head_tokens, tree, False), tag

        for child in tree:  # where is my precious "yield from"?
            for html_token, tag in self._process_tree(child):
                yield html_token, tag

        tail_tokens, tail_tags = self._tokenize_and_split(tree.tail)
        for index, (token, tag) in enumerate(zip(tail_tokens, tail_tags)):
            yield HtmlToken(index, tail_tokens, tree, True), tag

        self._cleanup_elem(tree)

    def _cleanup_elem(self, elem):
        """ Remove special tokens from elem """
        if elem.text:
            elem.text = self._tag_re.sub("", elem.text)
        if elem.tail:
            elem.tail = self._tag_re.sub("", elem.tail)

    def _tokenize_and_split(self, text):
        input_tokens = self._limit_tags(self.text_tokenize_func(text or ''))
        input_tokens = map(unicode, input_tokens)
        return self.sequence_encoder.encode_split(input_tokens)

    def _limit_tags(self, input_tokens):
        if self.tagset is None:
            return input_tokens

        proc = self.sequence_encoder.token_processor
        token_classes = [proc.classify(tok) for tok in input_tokens]
        return [
            tok for (tok, (typ, value)) in zip(input_tokens, token_classes)
            if not (typ in {'start', 'end'} and value not in self.tagset)
        ]



[docs]class HtmlFeatureExtractor(BaseEstimator, TransformerMixin):
    """
    This class extracts features from lists of :class:`HtmlToken` instances
    (:class:`HtmlTokenizer` can be used to create such lists).

    :meth:`fit` / :meth:`transform` / :meth:`fit_transform` interface
    may look familiar to you if you ever used scikit-learn_:
    :class:`HtmlFeatureExtractor` implements sklearn's
    Transformer interface. But there is one twist: usually for sequence
    labelling tasks the whole sequences are considered observations.
    So in our case a single observation is a tokenized document
    (a list of tokens), not an individual token:
    :meth:`fit` / :meth:`transform` / :meth:`fit_transform` methods accept
    lists of documents (lists of lists of tokens), and return lists
    of documents' feature dicts (lists of lists of feature dicts).

    .. _scikit-learn: http://scikit-learn.org

    Parameters
    ----------

    token_features : list of callables
        List of "token" feature functions. Each function accepts
        a single ``html_token`` parameter and returns a dictionary
        wich maps feature names to feature values. Dicts from all
        token feature functions are merged by HtmlFeatureExtractor.
        Example token feature (it just returns token text)::

            >>> def current_token(html_token):
            ...     return {'tok': html_token.token}

        :mod:`webstruct.features` module provides some predefined feature
        functions, e.g. :func:`parent_tag <webstruct.features.block_features.parent_tag>`
        which returns token's parent tag.

        Example::

            >>> from webstruct import GateLoader, HtmlTokenizer, HtmlFeatureExtractor
            >>> from webstruct.features import parent_tag

            >>> loader = GateLoader(known_entities={'PER'})
            >>> html_tokenizer = HtmlTokenizer()
            >>> feature_extractor = HtmlFeatureExtractor(token_features=[parent_tag])

            >>> tree = loader.loadbytes(b"<p>hello, <PER>John <b>Doe</b></PER> <br> <PER>Mary</PER> said</p>")
            >>> html_tokens, tags = html_tokenizer.tokenize_single(tree)
            >>> feature_dicts = feature_extractor.transform_single(html_tokens)
            >>> for token, tag, feat in zip(html_tokens, tags, feature_dicts):
            ...     print("%s %s %s" % (token.token, tag, feat))
            hello O {'parent_tag': 'p'}
            John B-PER {'parent_tag': 'p'}
            Doe I-PER {'parent_tag': 'b'}
            Mary B-PER {'parent_tag': 'p'}
            said O {'parent_tag': 'p'}

    global_features : list of callables, optional
        List of "global" feature functions. Each "global" feature function
        should accept a single argument - a list
        of ``(html_token, feature_dict)`` tuples.
        This list contains all tokens from the document and
        features extracted by previous feature functions.

        "Global" feature functions are applied after "token" feature
        functions in the order they are passed.

        They should change feature dicts ``feature_dict`` inplace.

    min_df : integer or Mapping, optional
        Feature values that have a document frequency strictly
        lower than the given threshold are removed.
        If ``min_df`` is integer, its value is used as threshold.

        TODO: if ``min_df`` is a dictionary, it should map feature names
        to thresholds.

    """
    def __init__(self, token_features, global_features=None, min_df=1):
        self.token_features = token_features
        self.global_features = global_features or []
        self.min_df = min_df

[docs]    def fit(self, html_token_lists, y=None):
        self.fit_transform(html_token_lists)
        return self


[docs]    def fit_transform(self, html_token_lists, y=None, **fit_params):
        X = [self.transform_single(html_tokens) for html_tokens in html_token_lists]
        return self._pruned(X, low=self.min_df)


[docs]    def transform(self, html_token_lists):
        return [self.transform_single(html_tokens) for html_tokens in html_token_lists]


[docs]    def transform_single(self, html_tokens):
        feature_func = CombinedFeatures(*self.token_features)
        token_data = list(zip(html_tokens, map(feature_func, html_tokens)))

        for feat in self.global_features:
            feat(token_data)

        return [{k: fd[k] for k in fd if not k.startswith('_')}
                for tok, fd in token_data]


    def _pruned(self, X, low=None):
        if low is None or low <= 1:
            return X
        cnt = self._document_frequency(X)
        keep = {k for (k, v) in cnt.items() if v >= low}
        del cnt
        return [
            [{k: v for k, v in fd.items() if (k, v) in keep} for fd in doc]
            for doc in X
        ]

    def _document_frequency(self, X):
        cnt = Counter()
        for doc in X:
            seen_features = set(chain.from_iterable(fd.items() for fd in doc))
            cnt.update(seen_features)
        return cnt
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  Source code for webstruct.wapiti

# -*- coding: utf-8 -*-
"""
:mod:`webstruct.wapiti` module provides utilities for easier creation
of Wapiti_ models, templates and data files.

.. _Wapiti: http://wapiti.limsi.fr/

"""

from __future__ import absolute_import
import os
import re
import shlex
import tempfile
from sklearn.base import BaseEstimator, TransformerMixin
from sklearn.pipeline import Pipeline
from webstruct import HtmlFeatureExtractor
from webstruct.features import DEFAULT_FEATURES
from webstruct.utils import get_combined_keys, tostr, run_command
from webstruct.metrics import avg_bio_f1_score


[docs]def create_wapiti_pipeline(model_filename,
                           token_features=None,
                           global_features=None,
                           train_args=None,
                           feature_template=None,
                           min_df=1,
                           **wapiti_kwargs):
    """
    Create a scikit-learn Pipeline for HTML tagging using Wapiti.
    This pipeline expects data produced by
    :class:`~.HtmlTokenizer` as an input and produces
    sequences of IOB2 tags as output.

    Example of training, with all parameters default::

        >>> import webstruct
        >>> trees = webstruct.load_trees([
        ...    ("train/*.html", webstruct.WebAnnotatorLoader())
        ... ])  # doctest: +SKIP
        >>> X, y = webstruct.HtmlTokenizer().tokenize(trees)  # doctest: +SKIP
        >>> model = webstruct.create_wapiti_pipeline('model.wapiti')  # doctest: +SKIP
        >>> model.fit(X, y)  # doctest: +SKIP

    """

    if token_features is None:
        token_features = DEFAULT_FEATURES

    if train_args is None:
        train_args = '--algo l-bfgs --maxiter 100 --compact --nthread 8 --jobsize 1 --stopwin 15'

    return Pipeline([
        ('fe', HtmlFeatureExtractor(token_features, global_features, min_df=min_df)),
        ('crf', WapitiCRF(model_filename, train_args, feature_template, **wapiti_kwargs)),
    ])



[docs]class WapitiCRF(BaseEstimator, TransformerMixin):
    """
    Class for training and applying Wapiti CRF models.

    For training it relies on calling original Wapiti binary (via
    subprocess), so "wapiti" binary must be available if you need "fit"
    method.

    Trained model is saved in an external file; its filename is a first
    parameter to constructor. This file is created and overwritten by
    :meth:`WapitiCRF.fit`; it must exist for :meth:`WapitiCRF.transform`
    to work.

    For prediction WapitiCRF relies on python-wapiti_ library.

    .. _python-wapiti: https://github.com/adsva/python-wapiti
    """

    WAPITI_CMD = 'wapiti'
    """ Command used to start wapiti """

    def __init__(self, model_filename, train_args=(),
                 feature_template="# Label unigrams and bigrams:\n*\n",
                 unigrams_scope="u", tempdir=None, unlink_temp=True,
                 verbose=True, feature_encoder=None, dev_size=0):

        self.model_filename = model_filename
        if isinstance(train_args, (list, tuple)):
            self.train_args = train_args
        else:
            self.train_args = shlex.split(train_args)
        self.feature_template = feature_template
        self.unigrams_scope = unigrams_scope
        self.tempdir = tempdir
        self.unlink_temp = unlink_temp
        self.verbose = verbose
        self.dev_size = dev_size
        self._wapiti_model = None
        self.feature_encoder = feature_encoder or WapitiFeatureEncoder()
        super(WapitiCRF, self).__init__()

[docs]    def fit(self, X, y, X_dev=None, y_dev=None, out_dev=None):
        """
        Train a model.

        Parameters
        ----------
        X : list of lists of dicts
            Feature dicts for several documents.

        y : a list of lists of strings
            Labels for several documents.

        X_dev : (optional) list of lists of feature dicts
            Data used for testing and as a stopping criteria.

        y_dev : (optional) list of lists of labels
            Labels corresponding to X_dev.

        out_dev : (optional) string
            Path to a file where tagged development data will be written.

        """
        self._wapiti_model = None
        self.feature_encoder.reset()
        self.feature_encoder.fit(X, y)

        if any([X_dev, y_dev, out_dev]):
            if X_dev is None or y_dev is None:
                raise ValueError("Pass both X_dev and y_dev to use the development data")
        elif self.dev_size > 0:
            # Use a part of training data to help with stopping.
            # It means less data is used for training.
            X_dev, y_dev = X[:self.dev_size], y[:self.dev_size]
            X, y = X[self.dev_size:], y[self.dev_size:]

        dev_fn = None
        to_unlink = []
        try:
            train_fn = self._create_wapiti_data_file(X, y)
            to_unlink.append(train_fn)

            if X_dev is not None:
                dev_fn = self._create_wapiti_data_file(X_dev, y_dev)
                if out_dev is None:
                    _, out_dev = tempfile.mkstemp(dir=self.tempdir, suffix=".txt", prefix="wapiti-dev-data")
                    to_unlink.append(out_dev)

            template_fn = self._create_wapiti_feature_template_file()
            to_unlink.append(template_fn)

            # run wapiti training
            args = ['train', '--pattern', template_fn] + self.train_args
            if dev_fn:
                args += ['--devel', dev_fn]
            args += [train_fn, self.model_filename]
            self.run_wapiti(args)

            # do a final check on development data
            if dev_fn:
                args = ['label', '-m', self.model_filename, '--check', dev_fn, out_dev]
                self.run_wapiti(args)

        finally:
            if self.unlink_temp:
                for filename in to_unlink:
                    os.unlink(filename)


[docs]    def transform(self, X):
        """
        Make a prediction.

        Parameters
        ----------
        X : list of lists
            feature dicts

        Returns
        -------
        y : list of lists
            predicted labels

        """
        model = self._get_python_wapiti_model()
        sequences = self._to_wapiti_sequences(X)
        return [model.label_sequence(seq).splitlines() for seq in sequences]


[docs]    def score(self, X, y):
        """
        Macro-averaged F1 score of lists of BIO-encoded sequences
        ``y_true`` and ``y_pred``.

        A named entity in a sequence from ``y_pred`` is considered
        correct only if it is an exact match of the corresponding entity
        in the ``y_true``.

        It requires https://github.com/larsmans/seqlearn to work.
        """
        y_pred = self.transform(X)
        return avg_bio_f1_score(y, y_pred)


[docs]    def run_wapiti(self, args):
        return run_command([self.WAPITI_CMD] + args, self.verbose)


    def _get_python_wapiti_model(self):
        if self._wapiti_model is None:
            self._load_model()
        return self._wapiti_model

    def _load_model(self):
        import wapiti
        if self.model_filename is None:
            raise ValueError("model filename is unknown, can't load model")
        self._wapiti_model = wapiti.Model(model=self.model_filename)

    def _to_wapiti_sequences(self, X, y=None):
        X = self.feature_encoder.transform(X)
        if y is None:
            return ["\n".join(lines) for lines in X]
        else:
            return [
                self._to_train_sequence(lines, tags) for lines, tags in zip(X, y)
            ]

    def _create_wapiti_data_file(self, X, y=None):
        """
        Create a file with input data for wapiti. Return a resulting file name;
        caller should unlink the file.
        """
        with tempfile.NamedTemporaryFile('wb', prefix="wapiti-data-", suffix=".txt", dir=self.tempdir, delete=False) as fp:
            for seq in self._to_wapiti_sequences(X, y):
                fp.write(seq.encode('utf8'))
                fp.write(b"\n\n")
        return fp.name

    def _create_wapiti_feature_template_file(self):
        # create feature template
        with tempfile.NamedTemporaryFile('wb', prefix="feature-template-", suffix=".txt", dir=self.tempdir, delete=False) as fp:
            template = self.feature_encoder.prepare_template(self.feature_template)
            fp.write(template.encode('utf8'))

            if self.unigrams_scope is not None:
                unigram_template = self.feature_encoder.unigram_features_template(self.unigrams_scope)
                fp.write(b"\n")
                fp.write(unigram_template.encode('utf8'))
        return fp.name

    def _to_train_sequence(self, wapiti_lines, tags):
        return "\n".join(["%s %s" %(line, tag) for line, tag in zip(wapiti_lines, tags)])



[docs]class WapitiFeatureEncoder(BaseEstimator, TransformerMixin):
    """
    Utility class for preparing Wapiti templates and
    converting sequences of dicts with features to the format Wapiti_
    understands.
    """
    def __init__(self, move_to_front=('token',)):
        self.move_to_front = tuple(move_to_front)
        self.feature_names_ = None
        self.vocabulary_ = None

[docs]    def fit(self, X, y=None):
        """
        X should be a list of lists of dicts with features.
        It can be obtained, for example, using
        :class:`~.HtmlFeatureExtractor`.
        """
        return self.partial_fit(X)


[docs]    def partial_fit(self, X, y=None):
        keys = set(self.feature_names_ or set())
        move_to_front = set(self.move_to_front)

        for feature_dicts in X:
            keys = (keys | get_combined_keys(feature_dicts)) - move_to_front

        self.feature_names_ = self.move_to_front + tuple(keys)
        self.vocabulary_ = dict((f, i) for i, f in enumerate(self.feature_names_))
        return self


[docs]    def transform_single(self, feature_dicts):
        """
        Transform a sequence of dicts ``feature_dicts``
        to a list of Wapiti data file lines.
        """
        lines = []
        for dct in feature_dicts:
            line = ' '.join(tostr(dct.get(key)) for key in self.feature_names_)
            lines.append(line)
        return lines


[docs]    def transform(self, X):
        return [self.transform_single(feature_dicts) for feature_dicts in X]


[docs]    def prepare_template(self, template):
        r"""
        Prepare Wapiti template by replacing feature names with feature
        column indices inside ``%x[row,col]`` macros. Indices are compatible
        with :meth:`WapitiFeatureEncoder.transform` output.

            >>> we = WapitiFeatureEncoder(['token', 'tag'])
            >>> seq_features = [{'token': 'the', 'tag': 'DT'}, {'token': 'dog', 'tag': 'NN'}]
            >>> we.fit([seq_features])
            WapitiFeatureEncoder(move_to_front=('token', 'tag'))
            >>> we.prepare_template('*:Pos-1 L=%x[-1, tag]\n*:Suf-2 X=%m[ 0,token,".?.?$"]')
            '*:Pos-1 L=%x[-1,1]\n*:Suf-2 X=%m[0,0,".?.?$"]'

        Check these links for more info about template format:

        * http://wapiti.limsi.fr/manual.html
        * http://crfpp.googlecode.com/svn/trunk/doc/index.html#templ

        """
        return prepare_wapiti_template(template, self.vocabulary_)


[docs]    def unigram_features_template(self, scope='*'):
        """
        Return Wapiti template with unigram features for each of
        known features.

            >>> we = WapitiFeatureEncoder(['token', 'tag'])
            >>> seq_features = [{'token': 'the', 'tag': 'DT'}, {'token': 'dog', 'tag': 'NN'}]
            >>> we.fit([seq_features])
            WapitiFeatureEncoder(move_to_front=('token', 'tag'))
            >>> print(we.unigram_features_template())
            <BLANKLINE>
            # Unigrams for all custom features
            *feat:token=%x[0,0]
            *feat:tag=%x[0,1]
            <BLANKLINE>
            >>> print(we.unigram_features_template('u'))
            <BLANKLINE>
            # Unigrams for all custom features
            ufeat:token=%x[0,0]
            ufeat:tag=%x[0,1]
            <BLANKLINE>
        """
        lines = ['\n# Unigrams for all custom features']
        for col, name in enumerate(self.feature_names_):
            line = '{scope}feat:{name}=%x[0,{col}]'.format(scope=scope, name=name, col=col)
            lines.append(line)
        return "\n".join(lines) + '\n'


[docs]    def reset(self):
        self.feature_names_ = None





WAPITI_MACRO_PATTERN = re.compile(r'''
    (?P<macro>%[xXtTmM])
    \[
    \s*(?P<offset>[-]?\d+)\s*
    ,
    \s*(?P<column>[^\],\s]+)\s*  # identifier: anything but closing bracket or comma
    (?P<rest>[\],])              # closing bracket or comma
    ''', re.VERBOSE | re.UNICODE
)

[docs]def prepare_wapiti_template(template, vocabulary):
    r"""
    Prepare Wapiti template by replacing feature names with feature
    column indices inside ``%x[row,col]`` macros::

        >>> vocab = {'token': 0, 'tag': 1}
        >>> prepare_wapiti_template('*:Pos-1 L=%x[-1, tag]\n*:Suf-2 X=%m[ 0,token,".?.?$"]', vocab)
        '*:Pos-1 L=%x[-1,1]\n*:Suf-2 X=%m[0,0,".?.?$"]'

    It understands which lines are comments::

        >>> prepare_wapiti_template('*:Pos-1 L=%x[-1, tag]\n# *:Suf-2 X=%m[ 0,token,".?.?$"]', vocab)
        '*:Pos-1 L=%x[-1,1]\n# *:Suf-2 X=%m[ 0,token,".?.?$"]'

    Check these links for more info about template format:

    * http://wapiti.limsi.fr/manual.html
    * http://crfpp.googlecode.com/svn/trunk/doc/index.html#templ

    """
    def repl(m):
        column = m.group('column')
        if not column.isdigit():
            column = vocabulary[column]
        return "{0[macro]}[{0[offset]},{1}{0[rest]}".format(m.groupdict(), column)

    lines = [
        (WAPITI_MACRO_PATTERN.sub(repl, line) if not _wapiti_line_is_comment(line) else line)
        for line in template.splitlines()
    ]

    return "\n".join(lines)



def _wapiti_line_is_comment(line):
    return line.strip().startswith('#')





          

      

      

    


    
        © Copyright 2014, Scrapinghub Inc..
      Created using Sphinx 1.2.2.
    

  

_modules/webstruct/features/utils.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          modules |


        		Webstruct 0.2 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for webstruct.features.utils

# -*- coding: utf-8 -*-
from __future__ import absolute_import

from webstruct.utils import merge_dicts, LongestMatch


[docs]class CombinedFeatures(object):
    """
    Utility for combining several feature functions::

        >>> from pprint import pprint
        >>> def f1(tok): return {'upper': tok.isupper()}
        >>> def f2(tok): return {'len': len(tok)}
        >>> features = CombinedFeatures(f1, f2)
        >>> pprint(features('foo'))
        {'len': 3, 'upper': False}
        >>> print(sorted(features.seen_keys))
        ['len', 'upper']

    """
    def __init__(self, *feature_funcs):
        self.feature_funcs = list(feature_funcs)
        self.seen_keys = set()

    def __iadd__(self, other):
        self.feature_funcs.append(other)
        return self

    def __isub__(self, other):
        self.feature_funcs.remove(other)
        return self

    def __call__(self, *args, **kwargs):
        features = [f(*args, **kwargs) for f in self.feature_funcs]
        res = merge_dicts(*features)
        self.seen_keys.update(res.keys())
        return res

    def __repr__(self):
        return "CombinedFeatures(%r)" % (", ".join(map(repr, self.feature_funcs)))

[docs]    def copy(self):
        res = CombinedFeatures(*self.feature_funcs)
        res.seen_keys = self.seen_keys.copy()
        return res




[docs]class LongestMatchGlobalFeature(object):
    def __init__(self, lookup_data, featname):
        """
        Create a global feature function that adds 3 types of features:

        1) B-featname - if current token starts an entity from
           the ``lookup_data``;
        2) I-featname - if current token is inside an entity from
           the ``lookup_data``;
        3) featname - if current token belongs to an entity from the
           ``lookup_data``.

        """
        if hasattr(lookup_data, 'find_ranges'):
            self.lm = lookup_data
        else:
            self.lm = LongestMatch(lookup_data)
        self.b_featname = 'B-' + featname
        self.i_featname = 'I-' + featname
        self.featname = featname

    def __call__(self, doc):
        token_strings = [tok.token for tok, feat in doc]
        for start, end, matched_text in self.lm.find_ranges(token_strings):
            self.process_range(doc, start, end, matched_text)

[docs]    def process_range(self, doc, start, end, matched_text):
        doc[start][1][self.b_featname] = True
        doc[start][1][self.featname] = True

        for idx in range(start+1, end):
            doc[idx][1][self.i_featname] = True
            doc[idx][1][self.featname] = True
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  Source code for webstruct.features.data_features

# -*- coding: utf-8 -*-
from __future__ import absolute_import
import re
from webstruct.utils import flatten
from .datetime_format import WEEKDAYS, MONTHS

__all__ = ['looks_like_year', 'looks_like_month', 'looks_like_time', 'looks_like_weekday',
           'looks_like_email', 'looks_like_street_part', 'looks_like_range']

EMAIL_PARTS = dict(
    username_re=r"(?P<username>[\w][\w_.-]*)",
    domain_re=r"(?P<domain>[\w][\w_.-]*)",
    zone_re=r"(?P<zone>[a-z]{2}|aero|asia|biz|cat|com|coop|edu|gov|info|int|jobs|mil|moby|museum|name|net|org|pro|tel|travel|xxx)",
)
EMAIL_SRE = r"(?P<space>(\s|%20|\b)){username_re}@{domain_re}\.{zone_re}\b".format(**EMAIL_PARTS)
EMAIL_RE = re.compile(EMAIL_SRE, re.IGNORECASE)


MONTHS_SRE = '|'.join(set(flatten(MONTHS))).replace('.', '\.')
MONTHS_RE = re.compile(r'^(' + MONTHS_SRE + ')$', re.IGNORECASE)

WEEKDAYS_SRE = '|'.join(set(flatten(WEEKDAYS))).replace('.', '\.')
WEEKDAYS_RE = re.compile(r'^(' + WEEKDAYS_SRE + ')$', re.IGNORECASE)

STREET_PART_TOKENS = set('''
avenue ave ave.
boulevard blvd blvd.
street str. st.
road rd rd.
drive dr dr.
lane ln ln.
court
circle
place pl
ridgeway parkway highway
park
unit
block
'''.split())

COMMON_ADDRESS_PARTS = set('''suite floor p.o. po center'''.split())
DIRECTIONS = set('''
north south east west
N S E W N. S. E. W.
NE SE SW NW
northeast southeast southwest northwest
'''.lower().split())

TIME_RE = re.compile('\d{1,2}[\.:]\d{2}')

RANGES = set('''t/m - van tot from to'''.lower().split())


[docs]def looks_like_email(html_token):
    return {
        'looks_like_email': EMAIL_RE.search(html_token.token) is not None,
    }



[docs]def looks_like_street_part(html_token):
    token = html_token.token.lower()
    return {
        'common_street_part': token in STREET_PART_TOKENS,
        'common_address_part': token in COMMON_ADDRESS_PARTS,
        'direction': token in DIRECTIONS,
    }



[docs]def looks_like_year(html_token):
    token = html_token.token
    return {
        'looks_like_year': token.isdigit() and len(token) == 4 and token[:2] in ['19', '20'],
    }



[docs]def looks_like_month(html_token):
    token = html_token.token
    return {
        'looks_like_month': MONTHS_RE.match(token) is not None
    }



[docs]def looks_like_time(html_token):
    token = html_token.token
    return {
        'looks_like_time': TIME_RE.match(token) is not None
    }



[docs]def looks_like_weekday(html_token):
    token = html_token.token
    return {
        'looks_like_weekday': WEEKDAYS_RE.match(token) is not None
    }



[docs]def looks_like_range(html_token):
    token = html_token.token.lower()
    return {
        'looks_like_range': token in RANGES
    }
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  Source code for webstruct.loaders

# -*- coding: utf-8 -*-
"""
Webstruct supports WebAnnotator_ and GATE_ annotation formats out of box;
WebAnnotator_ is recommended.

Both GATE and WebAnnotator embed annotations into HTML using special tags:
GATE uses custom tags like ``<ORG>`` while WebAnnotator uses tags like
``<span wa-type="ORG">``.

:mod:`webstruct.loaders` classes convert GATE and WebAnnotator tags into
``__START_TAGNAME__`` and ``__END_TAGNAME__`` tokens, clean the HTML
and return the result as a tree parsed by lxml::

    >>> from webstruct import WebAnnotatorLoader  # doctest: +SKIP
    >>> loader = WebAnnotatorLoader()  # doctest: +SKIP
    >>> loader.load('0.html')  # doctest: +SKIP
    <Element html at ...>

Such trees can be processed with utilities from
:mod:`webstruct.feature_extraction`.

.. _WebAnnotator: https://github.com/xtannier/WebAnnotator
.. _GATE: http://gate.ac.uk/
"""
from __future__ import absolute_import
import re
import glob
from itertools import chain
from collections import defaultdict
import lxml.html
import lxml.html.clean

from webstruct.utils import human_sorted, html_document_fromstring
from webstruct import webannotator


[docs]class HtmlLoader(object):
    """
    Class for loading unannotated HTML files.
    """
    def __init__(self, encoding=None, cleaner=None):
        self.encoding = encoding
        self.cleaner = cleaner or _get_default_cleaner()

[docs]    def load(self, filename):
        with open(filename, 'rb') as f:
            return self.loadbytes(f.read())


[docs]    def loadbytes(self, data):
        tree = html_document_fromstring(data, self.encoding)
        return self.cleaner.clean_html(tree)




[docs]class WebAnnotatorLoader(HtmlLoader):
    """
    Class for loading HTML annotated using
    `WebAnnotator <https://github.com/xtannier/WebAnnotator>`_.

    .. note::

        Use WebAnnotator's "save format", not "export format".

    """
    def __init__(self, encoding=None, cleaner=None, known_entities=None):
        self.known_entities = known_entities
        super(WebAnnotatorLoader, self).__init__(encoding, cleaner)

[docs]    def loadbytes(self, data):
        # defer cleaning the tree to prevent custom cleaners from cleaning
        # WebAnnotator markup
        tree = html_document_fromstring(data, encoding=self.encoding)
        webannotator.apply_wa_title(tree)
        if self.known_entities:
            self._prune_tags(tree)
        entities = self._get_entities(tree)
        self._process_entities(entities)
        return self._cleanup_tree(tree)


    def _prune_tags(self, tree):
        """remove the element with wa-type not in ``known_entities``"""
        for el in tree.xpath('//span[@wa-type]'):
            if el.attrib['wa-type'] not in self.known_entities:
                el.drop_tag()

    def _get_entities(self, tree):
        entities = defaultdict(list)
        for el in tree.xpath('//span[@wa-id]'):
            entities[el.attrib['wa-id']].append(el)
        return dict(entities)

    def _process_entities(self, entities):
        for _id, elems in entities.items():
            tp = elems[0].attrib['wa-type']
            elems[0].text = ' __START_%s__ %s' % (tp, elems[0].text)
            elems[-1].text = '%s __END_%s__ ' % (elems[-1].text, tp)
            for el in elems:
                el.drop_tag()

    def _cleanup_tree(self, tree):
        for el in tree.xpath('//wa-color'):
            el.drop_tree()

        return self.cleaner.clean_html(tree)



[docs]class GateLoader(HtmlLoader):
    """
    Class for loading HTML annotated using `GATE <http://gate.ac.uk/>`_

    >>> import lxml.html
    >>> from webstruct import GateLoader

    >>> loader = GateLoader(known_entities={'ORG', 'CITY'})
    >>> html = b"<html><body><p><ORG>Scrapinghub</ORG> has an <b>office</b> in <CITY>Montevideo</CITY></p></body></html>"
    >>> tree = loader.loadbytes(html)
    >>> lxml.html.tostring(tree)
    '<html><body><p> __START_ORG__ Scrapinghub __END_ORG__  has an <b>office</b> in  __START_CITY__ Montevideo __END_CITY__ </p></body></html>'

    """

    def __init__(self, encoding=None, cleaner=None, known_entities=None):
        if known_entities is None:
            raise ValueError("Please pass `known_entities` argument with a list of all possible entities")
        self.known_entities = known_entities
        super(GateLoader, self).__init__(encoding, cleaner)

[docs]    def loadbytes(self, data):
        # tags are replaced before parsing data as HTML because
        # GATE's html is invalid
        data = self._replace_entities(data)
        return super(GateLoader, self).loadbytes(data)


    def _replace_entities(self, html_bytes):
        # replace requested entities with unified tokens
        open_re, close_re = self._entity_patterns(self.known_entities)
        html_bytes = re.sub(open_re, r' __START_\1__ ', html_bytes)
        html_bytes = re.sub(close_re, r' __END_\1__ ', html_bytes)
        return html_bytes

    def _entity_patterns(self, entities):
        entities_pattern = '|'.join(list(entities))
        open_re = re.compile('<(%s)>' % entities_pattern, re.I)
        close_re = re.compile('</(%s)>' % entities_pattern, re.I)
        return open_re, close_re



[docs]def load_trees(patterns, verbose=False):
    """
    Load HTML data from several paths/glob patterns,
    maybe using different loaders. Return a list of lxml trees.

    ``patterns`` should be a list of tuples ``(glob_pattern, loader)``.

    Example::

        >>> loader = HtmlLoader()
        >>> patterns = [('path1/*.html', loader), ('path2/*.html', loader)]
        >>> trees = load_trees(patterns)  # doctest: +SKIP

    """
    return chain.from_iterable(
        load_trees_from_files(pat, loader, verbose) for pat, loader in patterns
    )



[docs]def load_trees_from_files(pattern, loader, verbose=False):
    """
    Load HTML data using loader ``loader`` from all files matched by
    ``pattern`` glob pattern.
    """
    for path in human_sorted(glob.glob(pattern)):
        if verbose:
            print(path)
        yield loader.load(path)



def _get_default_cleaner():
    return lxml.html.clean.Cleaner(
        scripts=False,     # non-default: preserve scripts
        javascript=False,  # non-default: keep external stylesheets
                           # (javascript=True removes them)
        comments=True,
        style=False,  # non-default: keep stylesheets
        links=False,  # non-default: keep external stylesheets
        meta=False,   # non-default
        page_structure=False,  # non-default
        processing_instructions=True,
        embedded=True,
        frames=True,
        forms=False,  # non-default
        annoying_tags=False,  # non-default
        remove_unknown_tags=False,  # non-default
        safe_attrs_only=False,  # non-default
    )
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  Source code for webstruct.model

# -*- coding: utf-8 -*-
"""
:mod:`webstruct.model` contains convetional wrappers for creating NER models.
"""
from __future__ import absolute_import
import urllib2

from webstruct.loaders import HtmlLoader
from webstruct.feature_extraction import HtmlTokenizer
from webstruct.sequence_encoding import IobEncoder
from webstruct.utils import smart_join
from webstruct.grouping import choose_best_clustering


[docs]class NER(object):
    """
    Class for extracting named entities from HTML.

    Initialize it with a trained ``model``. ``model`` must have
    ``transform`` method that accepts lists of :class:`~.HtmlToken`
    sequences and returns lists of predicted IOB2 tags.
    :func:`~.create_wapiti_pipeline` function returns such model.
    """
    def __init__(self, model, loader=None, html_tokenizer=None):
        self.model = model
        self.loader = loader or HtmlLoader()
        self.html_tokenizer = html_tokenizer or HtmlTokenizer()

[docs]    def extract(self, bytes_data):
        """
        Extract named entities from binary HTML data ``bytes_data``.
        Return a list of ``(entity_text, entity_type)`` tuples.
        """
        html_tokens, tags = self.extract_raw(bytes_data)
        groups = IobEncoder.group(zip(html_tokens, tags))
        return _drop_empty(
            (self.build_entity(tokens, tag), tag)
            for (tokens, tag) in groups if tag != 'O'
        )


[docs]    def extract_from_url(self, url):
        """
        A convenience wrapper for :meth:`extract` method that downloads
        input data from a remote URL.
        """
        data = urllib2.urlopen(url).read()
        return self.extract(data)


[docs]    def extract_raw(self, bytes_data):
        """
        Extract named entities from binary HTML data ``bytes_data``.
        Return a list of ``(html_token, iob2_tag)`` tuples.
        """
        tree = self.loader.loadbytes(bytes_data)
        html_tokens, _ = self.html_tokenizer.tokenize_single(tree)
        tags = self.model.transform([html_tokens])[0]
        return html_tokens, tags


[docs]    def extract_groups(self, bytes_data, dont_penalize=None):
        """
        Extract groups of named entities from binary HTML data ``bytes_data``.
        Return a list of lists of ``(entity_text, entity_type)`` tuples.

        Entites are grouped using algorithm from :mod:`webstruct.grouping`.
        """
        html_tokens, tags = self.extract_raw(bytes_data)
        _, _, clusters = choose_best_clustering(
            html_tokens,
            tags,
            score_kwargs={'dont_penalize': dont_penalize}
        )

        entities = []
        for cluster in clusters:
            text_entities = _drop_empty(
                (self.build_entity(tokens, tag), tag)
                for tokens, tag, dist in cluster
            )
            if text_entities:
                entities.append(text_entities)

        return entities


[docs]    def build_entity(self, html_tokens, tag):
        """
        Join tokens to an entity. Return an entity, as text.
        By default this function uses :func:`webstruct.utils.smart_join`.

        Override it to customize :meth:`extract`, :meth:`extract_from_url`
        and :meth:`extract_groups` results. If this function returns empty
        string or None, entity is dropped.
        """
        return smart_join(t.token for t in html_tokens)




def _drop_empty(entities):
    return [(text, tag) for (text, tag) in entities if text]
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  Source code for webstruct.features.token_features

# -*- coding: utf-8 -*-
from __future__ import absolute_import, division
import re

__all__ = [
    'token_identity',
    'token_lower',
    'token_shape',
    'token_endswith_dot',
    'token_endswith_colon',
    'token_has_copyright',
    'number_pattern',
    'prefixes_and_suffixes',
    'PrefixFeatures',
    'SuffixFeatures',
]


[docs]def token_identity(html_token):
    return {'token': html_token.token}



[docs]def token_lower(html_token):
    return {'lower': html_token.token.lower()}



[docs]def token_shape(html_token):
    token = html_token.token
    return {
        'shape': _shape(token),
        'first_upper': token[0].isupper(),
    }



[docs]def token_endswith_dot(html_token):
    token = html_token.token
    return {'endswith_dot': token.endswith('.') and token != '.'}



[docs]def token_endswith_colon(html_token):
    token = html_token.token
    return {'endswith_colon': token.endswith(':') and token != ':'}



[docs]def token_has_copyright(html_token):
    return {'has_copyright': u'©' in html_token.token}



[docs]def number_pattern(html_token):
    token = html_token.token
    digit_ratio = sum(1 for ch in token if ch.isdigit()) / len(token)

    if digit_ratio >= 0.3:
        num_pattern = re.sub('\d', 'X', token)
        num_pattern2 = re.sub('[^X\W]', 'C', num_pattern)
        return {
            'num_pattern': num_pattern,
            'num_pattern2': num_pattern2,
        }
    else:
        return {}



[docs]class PrefixFeatures(object):
    def __init__(self, lenghts=(2,3,4), featname="prefix", lower=True):
        self.lower = lower
        self.featname = featname
        self.sizes = dict(
            zip(["%s%s" % (featname, i) for i in lenghts], lenghts)
        )

    def __call__(self, html_token):
        token = html_token.token if not self.lower else html_token.token.lower()
        return {key: token[:size] for key, size in self.sizes.items()}



[docs]class SuffixFeatures(object):
    def __init__(self, lenghts=(2,3,4), featname="suffix", lower=True):
        self.lower = lower
        self.sizes = dict(
            zip(["%s%s" % (featname, i) for i in lenghts], lenghts)
        )

    def __call__(self, html_token):
        token = html_token.token if not self.lower else html_token.token.lower()
        return {key: token[-size:] for key, size in self.sizes.items()}



[docs]def prefixes_and_suffixes(html_token):
    token = html_token.token.lower()
    return {
        'prefix2': token[:2],
        'suffix2': token[-2:],
        'prefix3': token[:3],
        'suffix3': token[-3:],
        'prefix4': token[:4],
        'suffix4': token[-4:],
    }


# stolen from NLTK source (nltk.tag.sequential.ClassifierBasedPOSTagger)

def _shape(token):
    if re.match('[-+]?[0-9]+(\.[0-9]*)?|[0-9]*\.[0-9]+$', token):
        return 'number'
    elif re.match('\W+$', token):
        return 'punct'
    elif re.match("[A-Z][a-z'`]+$", token):
        return 'upcase'
    elif re.match("[A-Z][A-Z'`]+$", token):
        return 'caps'
    elif re.match("[a-z]+$", token):
        return 'downcase'
    elif re.match('\w+$', token):
        return 'mixedcase'
    else:
        return 'other'
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  Source code for webstruct.features.block_features

# -*- coding: utf-8 -*-
from __future__ import absolute_import

__all__ = ['parent_tag', 'InsideTag', 'borders', 'block_length']

def _inside_tag(elem, tagname):
    """
    >>> from lxml.html import fragment_fromstring
    >>> root = fragment_fromstring('<div><i>foo</i><strong><p>head 1</p></strong></div>')
    >>> elem = list(root.iter('p'))[0]
    >>> _inside_tag(elem, 'strong')
    True
    >>> _inside_tag(elem, 'div')
    True
    >>> _inside_tag(elem, 'p')
    True
    >>> _inside_tag(elem, 'span')
    False
    >>> _inside_tag(elem, 'i')
    False
    """
    if elem.tag == tagname:
        return True
    return any(e is not None for e in elem.iterancestors(tagname))


[docs]def parent_tag(html_token):
    return {'parent_tag': html_token.parent.tag}



[docs]class InsideTag(object):
    def __init__(self, tagname):
        self.tagname = tagname
        self.key = 'inside_tag_' + tagname

    def __call__(self, html_token):
        return {self.key: _inside_tag(html_token.elem, self.tagname)}



[docs]def borders(html_token):
    return {
        'border_at_left': html_token.index == 0,
        'border_at_right': html_token.index == len(html_token.tokens)-1,
    }



[docs]def block_length(html_token):
    block_len = len(html_token.tokens)
    if block_len == 1:
        bl = '1'
    elif 1 < block_len <= 10:
        bl = 'short'
    elif 10 < block_len <= 20:
        bl = 'medium'
    else:
        bl = 'large'
    return {'block_length': bl}
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  Source code for webstruct.utils

# -*- coding: utf-8 -*-
from __future__ import absolute_import
import re
import subprocess
from functools import partial
import lxml.html
from lxml.etree import iterwalk


[docs]def merge_dicts(*dicts):
    """
    >>> sorted(merge_dicts({'foo': 'bar'}, {'bar': 'baz'}).items())
    [('bar', 'baz'), ('foo', 'bar')]
    """
    res = {}
    for d in dicts:
        res.update(d)
    return res



[docs]def get_combined_keys(dicts):
    """
    >>> sorted(get_combined_keys([{'foo': 'egg'}, {'bar': 'spam'}]))
    ['bar', 'foo']
    """
    seen_keys = set()
    for dct in dicts:
        seen_keys.update(dct.keys())
    return seen_keys



[docs]def tostr(val):
    if isinstance(val, basestring):
        return val
    if isinstance(val, bool):
        return str(int(val))
    return str(val)



[docs]def flatten(x):
    """flatten(sequence) -> list

    Return a single, flat list which contains all elements retrieved
    from the sequence and all recursively contained sub-sequences
    (iterables).

    Examples::

        >>> [1, 2, [3,4], (5,6)]
        [1, 2, [3, 4], (5, 6)]
        >>> flatten([[[1,2,3], (42,None)], [4,5], [6], 7, (8,9,10)])
        [1, 2, 3, 42, None, 4, 5, 6, 7, 8, 9, 10]
    """

    result = []
    for el in x:
        if hasattr(el, "__iter__"):
            result.extend(flatten(el))
        else:
            result.append(el)
    return result



EXTRA_SPACE_BEFORE_RE = re.compile(r' ([,:;.!?"\)])')
EXTRA_SPACE_AFTER_RE = re.compile(r'([\(]) ')
[docs]def smart_join(tokens):
    """
    Join tokens without adding unneeded spaces before punctuation::

        >>> smart_join(['Hello', ',', 'world', '!'])
        'Hello, world!'

        >>> smart_join(['(', '303', ')', '444-7777'])
        '(303) 444-7777'

    """
    text = " ".join(tokens)
    text = EXTRA_SPACE_BEFORE_RE.sub(r"\1", text)
    text = EXTRA_SPACE_AFTER_RE.sub(r"\1", text)
    return text



[docs]def replace_html_tags(root, tag_replaces):
    """
    Replace lxml elements' tag.

    >>> from lxml.html import fragment_fromstring, document_fromstring, tostring
    >>> root = fragment_fromstring('<h1>head 1</h1>')
    >>> replace_html_tags(root, {'h1': 'strong'})
    >>> tostring(root)
    '<strong>head 1</strong>'

    >>> root = document_fromstring('<h1>head 1</h1> <H2>head 2</H2>')
    >>> replace_html_tags(root, {'h1': 'strong', 'h2': 'strong', 'h3': 'strong', 'h4': 'strong'})
    >>> tostring(root)
    '<html><body><strong>head 1</strong> <strong>head 2</strong></body></html>'
    """
    for _, elem in iterwalk(root):
        if elem.tag in tag_replaces:
            elem.tag = tag_replaces[elem.tag]



[docs]def kill_html_tags(doc, tagnames, keep_child=True):
    """
    >>> from lxml.html import fragment_fromstring, tostring
    >>> root = fragment_fromstring('<div><h1>head 1</h1></div>')
    >>> kill_html_tags(root, ['h1'])
    >>> tostring(root)
    '<div>head 1</div>'

    >>> root = fragment_fromstring('<div><h1>head 1</h1></div>')
    >>> kill_html_tags(root, ['h1'], False)
    >>> tostring(root)
    '<div></div>'
    """
    tagnames = set(tagnames)
    for _, elem in iterwalk(doc):
        if elem.tag in tagnames:
            if keep_child:
                elem.drop_tag()
            else:
                elem.drop_tree()



[docs]def html_document_fromstring(data, encoding=None):
    """ Load HTML document from string using lxml.html.HTMLParser """
    parser = lxml.html.HTMLParser(encoding=encoding)
    return lxml.html.document_fromstring(data, parser=parser)



[docs]def run_command(args, verbose=True):
    """
    Execute a command in a subprocess, terminate it if exception occurs,
    raise CalledProcessError exception if command returned non-zero exit code.

    If ``verbose == True`` then print output as it appears using "print".
    Unlike ``subprocess.check_call`` it doesn't assume that stdout
    has a file descriptor - this allows printing to works in IPython notebook.
    """
    p = subprocess.Popen(args, stdout=subprocess.PIPE, stderr=subprocess.STDOUT)
    output = []
    try:
        while True:
            line = p.stdout.readline()
            if not line:
                break
            if verbose:
                print(line.rstrip("\n\r"))
            output.append(line)
        p.wait()
        if p.returncode != 0:
            cmd = subprocess.list2cmdline(args)
            raise subprocess.CalledProcessError(p.returncode, cmd, "\n".join(output))
    finally:
        # kill a process if exception occurs
        if p.returncode is None:
            p.terminate()



[docs]def alphanum_key(s):
    """ Key func for sorting strings according to numerical value. """
    return [int(c) if c.isdigit() else c for c in re.split('([0-9]+)', s)]



human_sorted = partial(sorted, key=alphanum_key)
human_sorted.__doc__ = "``sorted`` that uses :func:`alphanum_key` as a key function"


[docs]class BestMatch(object):
    """
    Class for finding best non-overlapping matches in a sequence of tokens.
    Override :meth:`get_sorted_ranges` method to define which results are best.
    """
    def __init__(self, known):

        self.known = known
        if hasattr(known, 'iterkeys'):
            keys_iter = known.iterkeys()
        else:
            keys_iter = known
        self.max_length = max(len(key.split()) for key in keys_iter)

[docs]    def find_ranges(self, tokens):
        ranges = self._find_matches(tokens)
        ranges = self._remove_overlapping(ranges, tokens)
        return sorted(ranges)  # sort by position


[docs]    def get_sorted_ranges(self, ranges, tokens):
        raise NotImplementedError()


    def _find_matches(self, tokens):
        # find all matching ranges
        res = []
        i = 0
        while i < len(tokens):
            max_length = min(self.max_length, max(len(tokens)-i, 0))
            for length in reversed(range(1, max_length+1)):
                lookup = " ".join(tokens[i:i+length])
                if lookup in self.known:
                    res.append((i, length+i, lookup))
                    break
            i += 1
        return res

    def _remove_overlapping(self, ranges, tokens):
        # remove overlapping sequences, keeping the best
        res = []
        filled_indices = set()
        for begin, end, lookup in self.get_sorted_ranges(ranges, tokens):
            indices = set(range(begin, end))
            if not indices & filled_indices:
                res.append((begin, end, lookup))
                filled_indices |= indices
        return res



[docs]class LongestMatch(BestMatch):
    """
    Class for finding longest non-overlapping matches in a sequence of tokens.

    >>> known = {'North Las', 'North Las Vegas', 'North Pole', 'Vegas USA', 'Las Vegas', 'USA', "Toronto"}
    >>> lm = LongestMatch(known)
    >>> lm.max_length
    3
    >>> tokens = ["Toronto", "to", "North", "Las", "Vegas", "USA"]
    >>> for start, end, matched_text in lm.find_ranges(tokens):
    ...     print(start, end, tokens[start:end], matched_text)
    (0, 1, ['Toronto'], 'Toronto')
    (2, 5, ['North', 'Las', 'Vegas'], 'North Las Vegas')
    (5, 6, ['USA'], 'USA')
    """

[docs]    def get_sorted_ranges(self, ranges, tokens):
        return sorted(ranges, key=lambda k: k[1]-k[0], reverse=True)




[docs]def substrings(txt, min_length=2, max_length=10, pad=''):
    """
    >>> substrings("abc", 1)
    ['a', 'ab', 'abc', 'b', 'bc', 'c']
    >>> substrings("abc", 2)
    ['ab', 'abc', 'bc']
    >>> substrings("abc", 1, 2)
    ['a', 'ab', 'b', 'bc', 'c']
    >>> substrings("abc", 1, 3, '$')
    ['$a', 'a', '$ab', 'ab', '$abc', 'abc', 'abc$', 'b', 'bc', 'bc$', 'c', 'c$']
    """
    res = []
    for start in range(len(txt)):
        remaining_length = len(txt) - start
        for length in range(min_length, min(max_length+1, remaining_length+1)):
            token = txt[start:start+length]
            if start == 0 and pad:
                res.append(pad+token)
            res.append(token)
            if length == remaining_length and pad:
                res.append(token+pad)
    return res
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  Source code for webstruct.metrics

# -*- coding: utf-8 -*-
"""
:mod:`webstruct.metrics` contains metric functions that can be used for
model developmenton: on their own or as scoring functions for
scikit-learn's `cross-validation`_ and `model selection`_.

.. _cross-validation: http://scikit-learn.org/stable/modules/cross_validation.html
.. _model selection: http://scikit-learn.org/stable/tutorial/statistical_inference/model_selection.html

"""
from __future__ import absolute_import
from itertools import chain
from sklearn.metrics import classification_report


[docs]def avg_bio_f1_score(y_true, y_pred):
    """
    Macro-averaged F1 score of lists of BIO-encoded sequences
    ``y_true`` and ``y_pred``.

    A named entity in a sequence from ``y_pred`` is considered
    correct only if it is an exact match of the corresponding entity
    in the ``y_true``.

    It requires https://github.com/larsmans/seqlearn to work.
    """
    from seqlearn.evaluation import bio_f_score
    return sum(map(bio_f_score, y_true, y_pred)) / len(y_true)



[docs]def bio_classification_report(y_true, y_pred):
    """
    Classification report for a list of BIO-encoded sequences.
    It computes token-level metrics and discards "O" labels.
    """
    y_true_combined = list(chain.from_iterable(y_true))
    y_pred_combined = list(chain.from_iterable(y_pred))
    tagset = (set(y_true_combined) | set(y_pred_combined)) - {'O'}
    return classification_report(
        y_true_combined,
        y_pred_combined,
        labels = sorted(tagset, key=lambda tag: tag.split('-', 1)[::-1])
    )
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  All modules for which code is available


		webstruct.feature_extraction


		webstruct.features.block_features


		webstruct.features.data_features


		webstruct.features.token_features


		webstruct.features.utils


		webstruct.gazetteers.features


		webstruct.gazetteers.geonames


		webstruct.grouping


		webstruct.loaders


		webstruct.metrics


		webstruct.model


		webstruct.sequence_encoding


		webstruct.tokenizers


		webstruct.utils


		webstruct.wapiti
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  Source code for webstruct.tokenizers

# -*- coding: utf-8 -*-
from __future__ import absolute_import
import re


[docs]class WordTokenizer(object):
    """
    This tokenizer is copy-pasted version of TreebankWordTokenizer
    that doesn't split on @ and ':' symbols and doesn't split contractions::

        >>> from nltk.tokenize.treebank import TreebankWordTokenizer
        >>> s = u'''Good muffins cost $3.88\\nin New York. Email: muffins@gmail.com'''
        >>> TreebankWordTokenizer().tokenize(s)
        [u'Good', u'muffins', u'cost', u'$', u'3.88', u'in', u'New', u'York.', u'Email', u':', u'muffins', u'@', u'gmail.com']
        >>> WordTokenizer().tokenize(s)
        [u'Good', u'muffins', u'cost', u'$', u'3.88', u'in', u'New', u'York.', u'Email:', u'muffins@gmail.com']

        >>> s = u'''Shelbourne Road,'''
        >>> WordTokenizer().tokenize(s)
        [u'Shelbourne', u'Road', u',']

        >>> s = u'''population of 100,000'''
        >>> WordTokenizer().tokenize(s)
        [u'population', u'of', u'100,000']

        >>> s = u'''Hello|World'''
        >>> WordTokenizer().tokenize(s)
        [u'Hello', u'|', u'World']
    """
[docs]    def tokenize(self, text):
        # starting quotes
        text = re.sub(ur'^["“]', r'``', text)               # +unicode quotes
        text = text.replace('``', " `` ")
        text = re.sub(r'([ (\[{<])"', r'\1 `` ', text)

        # punctuation
        text = re.sub(r'(,)(\D|\Z)', r' \1 \2', text)       # CHANGED
        text = text.replace("...", " ... ")
        text = text.replace(u"…", u" ... ")
        text = re.sub(r'[;#$%&|]', r' \g<0> ', text)         # CHANGED @|


        text = re.sub(r'([^\.])(\.)([\]\)}>"\']*)\s*$', r'\1 \2\3 ', text)
        text = re.sub(r'[?!]', r' \g<0> ', text)

        text = re.sub(r"([^'])' ", r"\1 ' ", text)

        # parens, brackets, etc.
        text = re.sub(r'[\]\[\(\)\{\}\<\>]', r' \g<0> ', text)
        text = text.replace("--", " -- ")

        # add extra space to make things easier
        text = " " + text + " "

        # ending quotes
        text = text.replace(u'["”]', " '' ")               # +unicode quotes
        text = re.sub(r'(\S)(\'\')', r'\1 \2 ', text)

        # XXX: contractions handling is removed

        return text.split()




[docs]class DefaultTokenizer(WordTokenizer):
[docs]    def tokenize(self, text):
        tokens = super(DefaultTokenizer, self).tokenize(text)
        # remove standalone commas and semicolons
        return [t for t in tokens if t not in {',', ';'}]




tokenize = DefaultTokenizer().tokenize
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  Source code for webstruct.gazetteers.features

# -*- coding: utf-8 -*-
from __future__ import absolute_import
from webstruct.gazetteers.geonames import GAZETTEER_FORMAT
from webstruct.features.utils import LongestMatchGlobalFeature


[docs]class MarisaGeonamesGlobalFeature(LongestMatchGlobalFeature):
    """
    Global feature that matches longest entities from a lexicon
    extracted from geonames.org and stored in a MARISA Trie.
    """
    def __init__(self, filename, featname, format=None):
        import marisa_trie

        self.filename = filename
        self.data = marisa_trie.RecordTrie(format or GAZETTEER_FORMAT)
        self.data.load(filename)

        super(MarisaGeonamesGlobalFeature, self).__init__(self.data, featname)


# TODO: add features that'd allow to check entities for compatibility.
# For example, that detected entites are from the same US state.
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  Source code for webstruct.gazetteers.geonames

# -*- coding: utf-8 -*-
from __future__ import absolute_import
import csv
import zipfile
import numpy as np

GAZETTEER_FORMAT = "2s 1s 5s 2s 3s"
GAZETTEER_COLUMNS = ['country_code', 'feature_class', 'feature_code',
                     'admin1_code', 'admin2_code']

_GEONAMES_COLUMNS = ['geonameid', 'main_name', 'asciiname', 'alternatenames',
                     'latitude', 'longitude', 'feature_class',
                     'feature_code', 'country_code', 'cc2',
                     'admin1_code', 'admin2_code', 'admin3_code', 'admin4_code',
                     'population', 'elevation', 'dem', 'timezone',
                     'modification_date']

_GEONAMES_DTYPES = {
    'feature_class': object,
    'feature_code': object,
    'country_code': object,
    'admin1_code': object,
    'admin2_code': object,
    'admin3_code': object,
    'admin4_code': object,
}

_GEONAMES_PANDAS_PARAMS = dict(
    sep='\t',
    header=None,
    encoding='utf8',
    quoting=csv.QUOTE_NONE,
    names=_GEONAMES_COLUMNS,
    dtype=_GEONAMES_DTYPES
)


[docs]def to_marisa(df, columns=GAZETTEER_COLUMNS, format=GAZETTEER_FORMAT):
    """
    Encode ``pandas.DataFrame`` with GeoNames data
    (loaded using :func:`read_geonames` and maybe filtered in some way)
    to a ``marisa.RecordTrie``.
    """
    import marisa_trie

    def data_iter(df):
        df = _split_names_into_rows(df)
        for idx, row in df.iterrows():
            yield row['name'], _ensure_utf8([row[c] for c in columns])

    return marisa_trie.RecordTrie(format, data_iter(df))



[docs]def read_geonames(filename):
    """
    Parse geonames file to a pandas.DataFrame. File may be downloaded
    from http://download.geonames.org/export/dump/; it should be unzipped
    and in a "geonames table" format.
    """
    import pandas as pd
    return pd.read_csv(filename, **_GEONAMES_PANDAS_PARAMS)



[docs]def read_geonames_zipped(zip_filename, geonames_filename):
    """ Parse zipped geonames file. """
    with zipfile.ZipFile(zip_filename, 'r') as zf:
        fp = zf.open(geonames_filename)
        return read_geonames(fp)



def _joined_names_column(df):
    """
    Join data from all name columns into a single column.
    """
    return df.apply(
        lambda row: ','.join(set([
            unicode(n)
            for n in [row['main_name'], row['asciiname'], row['alternatenames']]
            if n and n is not np.nan
        ])),
        axis=1
    )


def _split_names_into_rows(df):
    """
    Create a separate row for each alternate name (with other data duplicated).
    Delete 'main_name', 'asciiname' and 'alternatenames' columns and add
    a single 'name' column instead.
    """
    import pandas as pd

    names = _joined_names_column(df).str.split(',')
    name_lenghts = names.map(len)
    idx = np.repeat(name_lenghts.index, name_lenghts.values)

    names_split = np.concatenate(names.values)
    names_s = pd.Series(names_split, index=idx)
    names_s.name = 'name'

    df = df.join(names_s, )
    del df['main_name']
    del df['asciiname']
    del df['alternatenames']

    cols = df.columns.tolist()
    cols = cols[0:1] + cols[-1:] + cols[1:-1]
    df = df[cols]
    return df.reset_index()


def _ensure_utf8(lst):
    return [v.encode('utf8') if not isinstance(v, float) else str(v)
            for v in lst]
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